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Episode 1: Waking up in the Universe 

Professor Peter Day: 

It’s an enormous pleasure for me to introduce to you the 162nd series of Royal Institution Christmas 

Lectures that have been given in this lecture theatre. And during this year, since the last series, we have, in 

the Royal Institution, celebrated the 200th birthday of the, what I believe and many other people believe, to 

have been the greatest experimental scientist who ever lived, Michael Faraday. So I think it’s also worth 

saying this afternoon that not only was he a great scientist but he was also the originator of these Christmas 

lectures, which he started in 1826, and which he himself gave no fewer than 19 times. And I thought I would 

read to you, very quickly, what he said at the beginning of one of those series of lectures, when he stood here, 

and I believe it was in 1854, and he said the following: 

"Let us consider, for a little while, how wonderfully we stand upon the world. Here it is that we are born, 

and bred, and live. And yet we view these things with an almost entire absence of wonder to ourselves, 

respecting the way in which all this happens." 

Now, that was the reason for the Christmas lectures in Faraday's mind, it was to awaken wonder. And we're 

going to take up that theme again this year because Doctor Richard Dawkins, the Reader in Zoology from 

Oxford University, is going to tell us how you and I stand upon this world, and how that all comes to happen. 

Because he’s going to explain to us how living creatures, many kinds of living creatures, including you and I, 

have evolved on the surface of Earth. 



We are very happy, once again, at the Royal Institution to acknowledge the help that we have had in 

preparing these lectures from Shell UK and Shell International, who have given us valuable sponsorship, 

and I would also like to take the opportunity to say that we are organising again a competition this year, 

based on the content of the lectures, so if you would like to participate in the competition, you will find the 

address to send your entries to displayed at the end of the lecture. Now, it only remains for me to introduce 

to you Doctor Richard Dawkins, who is going to give the 1991 Christmas lectures of the Royal Institution on 

“Waking Up In the Universe”. 

(music intro & applause) 

Richard Dawkins: 

Hello, thank you very much for coming. I’d like to begin by asking you to do something for me. Would you 

please put your hands to your head and very gently feel your own head. Now, that might seem like a very 

easy thing to do but I can assure you … okay, put them down now, I can assure you that a man-made 

instrument that did that would be a very, very difficult thing to make, it would be a very, very expensive 

thing to make. 

As your arms go up there, precision instruments in your muscles are monitoring the exact position of all 

your muscles. Thousands of sensory endings in your fingers are feeling the exact texture of your hair, the 

shape of your ears, the shape of your skull. Your brain is measuring the width of your skull with the greatest 

of precision. 

If a human factory were to manufacture an instrument, a robot arm capable of doing that, it would cost 

something in the region, I would think, of 100 million pounds. Now think about what is between your hands 

when you do that: your brain. The brain is a kind of computer but it’s a computer such as no human factory 

has ever turned out. If we ever do succeed in making a computer with the performance of a human brain, I 

would guess that the research and development costs would be in the region of thousands of millions of 

pounds. Yet heads like yours and hands like yours are manufactured daily, millions of times over. A woman 

can do it with no research and only nine months’ development, and only a little help from a friend 

(laughter). 



Life makes the wonders of technology seem commonplace. So where does life come from? What is it? Why 

are we here? What are we for? What is the meaning of life? There’s a conventional wisdom which says that 

science has nothing to say about such questions. Well all I can say is that if science has nothing to say, it’s 

certain that no other discipline can say anything at all. But in fact, of course, science has a great deal to say 

about such questions. And that’s what these five lectures are going to be about. Life grows up in the 

Universe by gradual degrees: evolution. And we grow up in our understanding of our origins and our 

meaning. 

Of all the world's societies, the majority have practised some form of ancestor worship. This a totem of one 

particular cult of ancestor worship. Now I’m not going to encourage you to worship your ancestors, I’m not 

going to encourage you to worship anything. But it is true that ancestors hold the key to understanding the 

meaning of life. 

You might think it is easy enough to be an ancestor. It’s easy enough to reproduce, or relatively easy, but to 

become an ancestor you’ve got to have descendants, alive many generations hence. And that's more of a tall 

order. We can think about it by going back to one of the simplest sorts of animals, a bacterium, right back at 

the beginning of life. And think about how many bacteria there would be after, say, 50 generations of 

reproduction. We’re going to illustrate this by folding paper. Now I wonder if I could have two volunteers to 

fold the paper? 

Right, there and … yes, there. Thank you. 

Come down here please and take the paper from Bryson. Right, now, every time you fold the paper, that’s 

going to represent one generation of reproduction. So we start with one bacterium, that’s one thickness of 

paper. Now, fold it … yes, if you both go the same end, it might be easier. Now we've got two. That’s right … 

crease it down there, that’s right, fold it, and then fold it across this way, thank you, and just go on folding it 

until you've done it 50 times (laughter). 

So what have you got to now? Four? Four bacteria? Right, eight … sixteen … thirty-two … what can’t you do 

any more? Right, that's probably it … alright, it looks as though they’re not going to make it. We’re going to 

have to resort to mathematics to calculate how thick that paper would be. 



Okay, thank you very much, do sit down. (applause) 

In every generation, of course, the thickness of the paper doubles. So we go 2, 4, 8, 16, 32, 64, and so on. We 

go on multiplying by two 50 times. After we’ve multiplied by two 50 times what have we got? We’ve got a 

very big number indeed. We've got in fact a thousand trillion – a one with 15 noughts after it. The sheet of 

paper is a tenth of a millimeter thick. If you multiply that by a thousand trillion, you end up with … I’ve got 

it written down here a hundred million kilometres. The thickness of the paper would take us out to the orbit 

of Mars. The number of bacteria, after a mere 50 generations, is that. But 50 generations is nothing to 

bacteria, they can get through 50 generations in a day. After about a week, bacteria … the number of 

bacteria would be more than a billion times the number of the atoms in the known Universe. 

Well, that’s called exponential growth, what mathematicians call it exponential growth, we’ll come back to it. 

Needless to say it doesn’t happen, to the same extent at least. After a point, natural factors come to regulate 

the size of the population of bacteria. Our original assumption that it was easy to become an ancestor was 

wrong. Only an elite become ancestors. You can do the same sort of calculation, by the way, for ourselves, or 

for elephants, as Charles Darwin did, and it just takes a little bit longer, but the same idea is there. After a 

fairly short number of years, you’ll find that the entire Universe is filled with elephant flesh, or human flesh, 

or whatever it is. So, it follows that most organisms that are born must die without becoming ancestors, 

without becoming distant ancestors. Only an elite are destined to become ancestors. 

Well, some people don't like the word elite but I just mean that it won’t be all luck which ones end up 

ancestors. The ones that are going to be ancestors will tend to be the ones that are good at it. They’ll tend to 

be the ones that have what it takes, have what it takes to survive, to get a mate, to reproduce, to avoid being 

eaten, to find food, to be good parents, and so on. 

That’s really just a way of putting Darwin's Theory of Natural Selection. Because we that are left, we that 

survived, have … will have inherited the genes of a long line of successful ancestors. We’ll have inherited 

whatever it took to make them successful as ancestors. 

But for the moment I want to emphasise something else, which is that we are lucky to be alive. We’re lucky 

to be alive because it would've been so easy for our ancestors not to have been here. It would've been so 



astronomically probable that somebody else would have been here, rather than us. And we’re lucky to be 

alive for another reason. Think about it this way, the Universe is about 14 thousand million years old. That's 

140 million centuries. Some 60 million centuries from now, the Sun will become a Red Giant, and engulf the 

Earth. So there are about 200 million centuries from the origin of the Universe to the end of the world. 

Now, of the 140 million centuries since time began, every one of them was once the present century. And of 

the 60 million centuries to the end of the world, every one of them will be the present century. The present 

century is a tiny spotlight inching its way along a gigantic ruler of time. Everything before the spotlight is in 

the darkness of the dead past. Everything after the spotlight is in the darkness of the unknown future. We 

live in the spotlight. Of all the 200 million centuries along the ruler of time, 199 million 999 thousand 999 

centuries are in darkness. Only one is lit up, and that’s the one in which we happen, by sheer luck, to be 

alive. The odds against our centuries happening to be the present century are the same as the odds against a 

penny tossed out at random on the road from London to Istanbul happening to fall on a particular ant. 

Well, in spite of those odds, you may have noticed that we are, as a matter of fact, here, and it really … of 

course, it’s not surprising, we're here because we are the ones doing the calculation. If somebody has just 

done the calculation that we’ve just done, then that somebody, of course, has to be alive. Nevertheless, I do 

feel rather lucky to be alive and for another reason, too. 

Now, the smoke going into the beam represent stars. Each particle of smoke represents one star. And you 

can think of the beam as a gigantic searchlight, beamed out from space and signalling from our planet, in 

the hope that somebody else on another world will pick up the message. We don’t know how likely it is that 

there is anybody up there. We can say that if our message does hit another planet then, almost certainly, it'll 

be so far away that if those people up there had a telescope looking back at us, then what they would be 

seeing is not us at all, but the dinosaurs that were here 65 million years ago. Or in other words, our message 

would reach people millions of years into the future. 

People vary in their estimates of how much life there is likely to be, how likely there is to be life on other 

planets. Some people think that … some scientists think that as many as 10 million technologically-

advanced civilisations are out there. Other people feel that this life, here, on this planet, is the only life that 



there is. But, even on the most extremely optimistic estimate, it’s still true that most of those worlds out 

there are going to be deserts. Most of them are not going to have any life on them at all, nor even any 

possibility of life on them, at all. 

Now imagine a spaceship full of sleeping, perhaps deep-frozen, explorers, would-be colonists of another 

world. Perhaps they're the last population of Earth, despairing that Earth is about to be destroyed, sending 

out a colony to look for another planet anywhere, in order to carry on humanity. 

Imagine that the spaceship turns out to be almost unthinkably lucky. It does chance to arrive at one of the 

very, very rare planets capable of sustaining our kind of life. A planet of the right temperature, with oxygen, 

and so on. The passengers wake up and stumble out into the light. And they see a beautiful world of 

waterfalls, green leaves, mountains, coloured animals and birdlike creatures flitting about. 

Can you imagine how it would feel if you woke up, perhaps after a 100 million years of sleep in a spaceship, 

and found yourself on such a world? A whole new world, a world that you … such as you could live on, a 

beautiful world. You’d surely bless your luck in arriving on such a rare world, walk around in a daze, a 

trance, unable to believe the wonders that met your eyes and ears. 

Well, this will almost certainly never happen to us. And yet, in a way, it's just what has happened to us. We 

have woken up after hundreds of millions of years of sleep. Admittedly, we didn’t arrive by a spaceship, we 

arrived by being born, but the wonder of the planet, the dazzling surprise of it, is the same, whether we 

arrived by spaceship or by birth canal. We are amazingly lucky to be here, privileged, and we must not waste 

that privilege. Here, it seems to me, lies the best answer to those narrowminded people who are always 

carping on about the use of science. The founder of these Christmas lectures, Michael Faraday, was once 

asked by the then prime minister, Sir Robert Peel, "what was the use of science?". "Sir", Faraday replied, 

"what is the use of a baby?" 

What’s your name? She says her name’s Hannah. 

Faraday said "what is the use of a baby?", and I’ve always thought that, what he meant by that, must be that 

a baby has such potential. It may not be able to do very much now, but it will be able to do a lot. 

But it's also possible that what Faraday meant was that there’s no point in bringing a baby into the world, if 



all it’s going to do was work to go on living, to go on living, and work to go on living, again. If that's all point 

of life, then what are we here for? There’s got to be more to it than that. 

Thank you very much. 

Some of life must be devoted to living itself, some of life must be devoted to doing something worthwhile 

with one’s life, not just to perpetuating it. This is, of course, how people, quite rightly, justify spending 

taxpayers money on the arts and on conserving rare species. But sometimes, when we justify academic 

science on these grounds, people get rather philistine and say things like: "oh, so you think the government 

should spend the money on your scientific research because your research is fun for you, do you?" 

“Fun” isn't really the right word, is it? After sleeping for 140 million centuries we have finally waken up in 

the Universe. We have opened our eyes on a wonderful planet, filled with color, teeming with life. Before 

very long, we shall have to close our eyes again. Finding out about the Universe in which we have woken up, 

answering questions like: What are we doing here? What is this Universe in which we’ve woken up? What is 

life, and what, if anything, is it for? - surely the enterprise that answers questions like that, science, deserves 

a better title than "fun". 

Put like that, doesn’t science sound, to you, like about the most worthwhile way in which you could possibly 

spend your short time in the spotlight? 

Now, of course, if you spent all your time wandering around the world, gasping at everything and saying 

"how wonderful, how amazing! I’ve woken up after a 100 million centuries, what a trip!", people would 

think you were a bit odd, and you might even get arrested. We do, of course, have an ordinary life to get on 

with, we do have a living to earn, we’ve got to earn our living being a solicitor, a lavatory cleaner or 

something like that. But, nevertheless, it is worthwhile, also, from time to time shaking off the anesthetic of 

familiarity, and awakening to the wonder that is really all around us all the time. So, how are we going to 

shake off the anesthetic? 

We can't actually go to another planet, but fortunately we do not need to. Because we can go to regions of 

our own planet which are so unfamiliar that it almost might be another planet. 

This is another planet. This is Jupiter. It’s a fantasy picture of Jupiter, conceived by the astronomer Carl 



Sagan, and he is imagining life forms that might live in the upper atmosphere of Jupiter, called "floaters". If 

there were life forms on Jupiter, they would be called Jovians. So let's use word Byjovians for creatures on 

this Earth that are so odd that they might almost be from another planet. 

Here, for instance, is a deep sea fish. You would have to go on a long journey in a submarine in a diving suit, 

to see that fish. This is exactly the same species of fish. The only difference is that this has just had a meal 

and that hasn’t, that one is looking for a meal, as you can tell from its ravening jaws. These creatures look 

pretty monstrous to us. I suppose by their standards we might be thought monstrous. 

This one is another deep sea fish, this has a luminous lure made by bacteria, luminous bacteria, and it uses 

it as a bait to lure prey into its vicinity and then slams its fishing rod down in the vicinity of its jaws, opens 

them and gulps in the prey. A very weird, Byjovian creature. 

We don't even have to go to the deep sea, as a matter of fact, to see pretty weird creatures. I was once 

attending a lecture by a colleague who worked on octopuses, and he said the fascination with the octopuses 

is that these are the Martians. And he meant that, look at this, this creature could easily be from Mars, 

couldn't it? Watch the color charge; that creature, that cuttlefish – it’s not an octopus, it’s a cuttlefish – is 

changing color at will. Look at the waves of color falling over it. That’s not shadows falling over it from the 

outside. That’s internally controlled by the animal, by its own nervous system. It's registering emotion, 

signalling to other creatures, others of its own species. Byjovian creature. 

We don't even have to go to the sea at all. These are all insects; they all have the same basic insect body plan, 

which they inherited from a common insect ancestor, which lived about 350 million years ago. They all look 

like insects, because they’ve inherited those attributes. They all have a head, a thorax, an abdomen, and, in 

this case, it’s enormously elongated, to look like a stick. 

Here, the same body is flattened out in this bug, again the head, thorax, abdomen, three pairs of legs, 

antannae, wings. Here, butterflies – the same basic body plan, pulled and stretched, needed into different 

shapes. But, basically, the same shape. They’ve never quite shaken off their ancestral influence. 

But, we were talking about shaking off our anesthetic of soporific familiarity. And, another way to achieve 



the illusion of waking up on a distant planet is to shrink ourselves, to go on a different kind of journey, to a 

much smaller scale than we’re used to. 

This is a dust mite. It's the sort of thing that you’ve met often in the carpets of your own home, but didn't 

know it. It is hugely magnified by an instrument like this, which is a scanning electron microscope. And we 

can use the scanning electron microscope just as though it was a telescope pointing at some distant planet, 

so strange are the sights it shows us. 

I think we have a volunteer there to work the electron microscope. Now, your name is? 

Louise. 

Do sit down, Louise. Now, on the screen at the moment we have what looks like a jungle, we can think of 

this as a jungle on another planet. Now, you know how to work the joystick and navigate around, you also 

know how to zoom out and in. What about zooming out, and seeing what this jungle really is? 

Okay, let's go slowly, now. There are some curious rounded objects there. Go further. Two little patches of 

rounded objects. Go further. Go on. Right, now, I think what we’re seeing is the head of a mosquito. There 

are the compound eyes, lots of different facets of the compound eyes on either side. In the middle are the 

sockets of the antennae. Zoom out further. And again. And there’s the whole head; you can see the whole 

round head with sockets for the antennae and the rounded compound eyes, with all the different facets. 

Now, perhaps we could navigate to a different insect. 

Yes, the machine has been pre-programmed to move to a different part of this strange landscape. And I 

hope we are going to see something else in a minute, what’s this here? 

Looks like another jungle. So let's move around and explore what we think it is. 

I can't see anything yet. Wait a minute, let's zoom out a bit, and see whether we can see better then. Again. 

Again. Oh, that’s looking like something. I think that’s a pair of wings, off to the left side, isn't it? So, I think 

that might be the thorax of an insect of some sort. Let's try moving that way and see what we see. Other way. 

And speed it up a little bit. That's right. Oh, that is the abdomen of a bee, I would think. Go on. More. Now, 

what’s that? There’s something curious poking out. Try to steer around so that’s in the middle. Other way. 



And then down a bit. Now zoom into it. Keep… I’ll keep steering, shall I? Right, zoom in. You need a bit of 

focus, I think. Can we do that? It looks to me like a head of something else. Zoom out again. 

What that is, as a matter of fact, is a tiny parasite. Thank you very much indeed, Louise. 

It’s a tiny insect parasite called a Strepsipteran, which is parasiting a bee, and what you saw was the 

Strepsipteran poking out below the armor plating of the bee, there. There’s its compound eyes, there’s its 

body, and that is one armor plate of the bee. 

So we have been on a journey using the scanning electron microscope to the world of the very small, and 

that’s another way of capturing the strangeness of our own world. Yet another way is to go into our own 

bodies and look at the detailed structure of our own bodies. 

For example, this is a picture of a human brain. And each of these black things is one brain cell. You can see 

how many they are – there are only a tiny fracture stained to be seen here – and the bewildering forest of 

interconnections between them. The total length of nerve cells in a human brain, if laid end-to-end, would 

stretch right round the circumference of the world; not just once, but 25 times. Well, that’s not in itself a 

very interesting fact – for one thing, if you actually did that, and you sent a message from one end of this 

vast, great nerve to the other – it would take about 6 years to get to the other end of the nerve. 

What’s truly impressive about the nervous system is not the sheer number of elements but their 

connectedness. The complexity of the connections is truly awesome. Here is just 4 or 3 nerve cells and these 

are the connections between them. There are about 2000 wires connecting each nerve cell to each other 

nerve cell. So the total number of connections in the brain must be about 200 million million. To put that 

into perspective: if we assume that each of these connections is equivalent to one switching unit of a 

computer, this gives the brain about 10 million times as many switching elements as a typical desktop 

computer. 

Brains are impressive because of the number and connections of their cells, but there are lots of other 

different kind of cells in the body, and they all have the same basic structure inside. This is a typical animal 

cell; a model of a typical animal cell, and it’s not just a bag of juice. It’s filled with membranes, it has got a 

structure, an internal structure. Each of these blue things here is a membrane. And every cell has them, in 



large amounts, such that the total area of membrane inside a typical human body is about 200 acres, that’s 

a good-sized farm. What are they all doing? Well, they are not just sort of stuffing or folded wadding. Those 

membranes, in many cases, are chemical factories – particularly the ones in these bodies, called 

mitochondria. The orange ones here. 

They are made of membrane, and in those membranes, in every bit of those membranes, is going on 

chemistry. They are chemical factories. This here is a map of the chemical reactions in every cell. 

Mindbogglingly complicated, stupefyingly complicated. Every one of these arrows is one chemical reaction. 

Yet all of that, all of that is going on all the time inside the membranes of every mitochondrion in every cell 

in you. And, the number of mitochondria in which that is going on, all the time, is such that if you laid all 

your mitochondria end to end they would go round the world not once, not 25 times, but 2000 times. 

In the nucleus of the cell, right in the center, is the DNA. The DNA, the magic molecule, the molecule of life, 

the most important molecule in the world. That molecule conveys the information from generation-to-

generation about how to build a body. The total amount of information is such that, if you were to eat a 

steak, if you eat a steak, every time you do it your teeth are mangling, are shredding the equivalent of a 

billion copies of the Encyclopedia Britannica. That’s the kind of destructive work you can do with your 

teeth! 

Haemoglobin is the molecule that carries oxygen in the blood; you can see it, the shape of it is complicated, 

it is very complicated. And what’s remarkable about it is that the same shape is going on all the time in all 

the different molecules. You can think of a hemoglobin molecule as rather like a truck for carrying oxygen. 

Each hemoglobin molecule drives around carrying oxygen from one part of the body to another. It’s a 

vehicle for carrying oxygen. But, I have just got six little trucks here. What's remarkable about hemoglobin 

is that the number of them in your bloodstream is not just six, it is six thousand million million million. And 

they’re are all very complicated, they all look like that, they all look exactly the same as each other. And they 

are all being destroyed and new ones being created, all the time in your blood, at a rate of 400 million 

million every second. 



Another way to shake off the anesthetic of familiarity, another way to experience something a little bit like 

going to another planet, is to go on another kind of journey - backwards in time on our own planet. The best 

way to do this would be in a time machine, but even Bryson Gore and the Royal Institution can't lay on a 

time machine for us, so we have to use fossils. 

One of the most difficult things to grasp about fossils like this Trilobite here, is how old they are. You can 

have no conception how old that animal is. In case that sounds patronising, let me rephrase it. I can have no 

conception how old it is. I can tell you in words how old it is: it’s about 500 million years old, perhaps a bit 

more. But to tell you in words and really to understand what that means, is another matter. Our brains have 

evolved to comprehend the timescales of our own lifetimes. We can understand seconds, minutes, days, 

weeks, years - even centuries we can understand. 

When we come to millennia, thousands of years, our spines start to tingle. Epic myths, like Homer's 

Odyssey, tales of the Greek gods, Zeus and Apollo and the others, the Jewish heroes, Moses and Joshua and 

their god Yahwe, the ancient Egyptians and the Sun god, Raa, these all give us an eerie feeling of immense 

age. We feel that we are peering back into the mists of antiquity. Yet, on the time scale of this fossil, those 

mists of antiquity don't even count as yesterday. 

This is a cuneiform tablet from Mesopotamia, somewhere around the 7th century BC. It's – let me see, my 

cuneiform’s a bit rusty – yes, this is a legal document on the sale of some land near Ninive. Yes, that's right. 

This, here, is another thing that gives one the same feeling. This is a bronze age warrior's mask which was 

dug up in the last century by a famous 19th century archeologist, Schliemann. And he said: "1 have gazed 

upon the face of Agamemnon". As a matter of fact, it wasn’t the face of Agamemnon, but he thought it was. 

And, to him, that was his way of being awed, awed at the immense age of it. He was feeling himself going 

back through those mists of antiquity. 

Let's try to get a feel how old things really are, and then try to fit our Trilobite onto the same scale. 

I am going to take one pace to represent 1000 years, and I’m going to start at the time of the first Christmas. 

So, this little broach here dates from the time of the first Christmas, 0 BC. If I take one pace I am back at 

1000 BC, about the time of the tablet that we have just been looking at, about the time of King David. 



Another pace, 2000 BC and this bronze age axe head. Another pace, 3000 BC, about the time just before the 

building of Egyptian pyramids. Another pace, this piece of pottery, 4000 BC, about the time when 

archbishop Usher calculated the beginning of the world and Adam and Eve. But we’ve hardly started yet. 

We’ve a long way to go. 

Walking from one side of the green bench to the other, we’ve gone to 4000 BC. This is Homo Habilis. She, 

or someone very like her, is our direct ancestor. She lived 2 million years ago. To get back to her time, you 

would need, on the same scale of pacing, to go about 2 kilometers. Quite a long way. Now, we’ve got some 

more ancestral portraits, and I’m going to call them up in order. So, will the person who is standing, who’s 

sitting behind Australopithecus, the first one, please, stand up. 

Thank you. That’s Australopithecus. He is probably a direct ancestor of this one. He lived about 3 million 

years ago. So we’d have to walk 3 kilometers to get to his time. Now the next person, please. Thank you. 

That’s Ramapithecus, that would be possibly an ancestor, not just of us, but also of all the great apes, and he 

is about 14 kilometers away on our scale. The next one, please. Thank you. That’s an early primate, and to 

get to that one, you would have to walk to about Hemel Hempstead to get to the age of that creature. The 

next one, please. An early mammal, about Luton, that distance. The next one. An insectivore, with a little 

millipede in its jaws. Maybe, Newport Pagnell. The next one, please. That's an early mammalianlike reptile, 

and its distance is about Manchester. The next one. An amphibian… Middlesborough. And the next. Right, 

that’s a fish, just coming out of the water; just leaving the water, and coming to the land. And, its distance is 

about Carlisle. And I’ve left… do sit down, now, thank you very much. Those are all your ancestors. 

This one is the oldest of all we’ve got here, it's about the same age as the Trilobite that we started with; they 

might have met. This is Pikaia, and in order to find its age you would have to slog it out all the way from 

here to Glasgow. 

And, remember that our perception of historical time, back to the mists of antiquity, is a couple of paces 

across this green table. And, even with Pikaia, we have not finished. Because there are lots and lots of 

ancestors before Pikaia. If we go back to the origin of life, to the first bacteria, we are going back three and a 

half thousand million years. And, in order to pace our way back to that age, we would have to march all the 



way from here to Moscow. 

These are the sorts of ages that we have to understand, if we’re going to understand evolution, and our 

brains are not equipped to do so. 

When we were looking at our ancestors around there, we could be misled, because it gives the idea that 

evolution is marching inexorably towards a climax; the climax being, of course, us. 

And that’s not the way it was. Evolution was marching in thousands and millions of different directions, at 

once. 

This, here, is not the Royal Institution's Christmas tree, it’s the tree of life and it’s a representation of a tiny, 

tiny fraction of the lines of evolution that there were. The origin of life is down here. This is the first 1000 

million years of life here. Coming up here. Now, each of these branchpoints represent an ancestor of 

whatever lies up the branches from it. So, for example, these… there are the plants. 

This, I should say, is definitely not to scale. I just noticed. So, nevermind that. Forget everything about scale 

on this tree. What is correct is the order of branching, but not the detailed distances of the branches. 

So, this branch represents the plants. Those two are closer cousins of each other then they are of that one. 

This branch represents the primates, with a gorilla and a human, and their common ancestor is there. This 

branch here represents carnivores, and there’s a branch with a lion and a tiger, and their common ancestor 

there – which is more recent than the common ancestor of the bear and the dog – but, that’s is the common 

ancestor of all the carnivores. 

Here, we have a zebra and a rhino, not to scale, and you can see that they are more closely related to one 

other, than either of them is to these cloven-hooved animals: the bison, the sheep, and the goat. The sheep 

and the goat have the very recent common ancestor, they’re cousins. The bison has a slightly older common 

ancestor. 

Here, we have two insects, a fly and a grasshopper, and they have an ancestor there. And then, they share an 

ancestor with the spiders a little bit earlier on. 

This is a tiny fraction of the number of animals and plants that there should be on this tree. This tree should 

have some 10 or 20 million twigs around there. 



And, the ancestors of all these animals are in the middle of the tree, going inwards like that. So all the 

ancestral portraits that we have just seen around there, they would be laid out along there. What we’re 

looking at here are all modern animals. 

All those animals are cousins of one another and they’re cousins of us. These hamsters here are also cousins 

of us. Everything that’s alive today is a cousin of us. These fish are our cousins, this elephant, these 

elephants - by the way extinct elephants - are our cousins, this swift is our cousin. We know that they are all 

our cousins because we know that they all have the same DNA code. The DNA code of all living things alive 

today is the same. And, that is too improbable to have come about unless we have an ancestor. We’re all 

descend from one remote ancestor which lived probably between 3-4 thousand million years ago, and we 

are all, herefore, cousins. 

If we ever meet life from another planet, the creatures from there will not be our cousins. They would have 

evolved entirely independently. They won’t have DNA, it would be my guess. However, I would be prepared 

to say that they are likely to have quite a lot in common with us, simply because there’s a lot of similar 

problems to be solved in living. And those problems are likely to be the same all over the Universe. So, 

although they won’t have DNA, they’ll have something very similar in function. It’ll do something very like 

DNA,and it’ll work in a similar way to DNA. I’d also be prepared to put my shirt on the bet that they will 

have evolved by the way equivalent of Darwinian Natural Selection. 

If we’re ever visited by life forms from another planet, they will certainly have evolved the power to think 

and do science. Otherwise, they couldn't have got here. And their science is bound to be essentially the same 

as our science. This is because the principles of physics and chemistry are the same all over the Universe. 

They’ll have the same values of the constants - of constant pi as we have, they will have Pythagorean 

theorem, they will have relativity, although they won't attribute it to Einstein. 

They’ll probably find us pretty childish, but they will be quite kind about our science. They’ll pat us on the 

head and say, "Well, what you know about Universe is pretty much correct. You got at lot to learn yet, but 

you are doing fine. Keep it up." That's what they would say if they were talking to our scientists. What if they 

were talking to our best lawyers or literary critics or theologians? I doubt if they’d be so impressed. They 



might be… their anthropologists, the equivalent of their anthropologists might be interested in us, but they 

would be bound to notice that our cultural beliefs are very local and parochial; not just by their standards, 

their universal standards, where they certainly would be, but even by our own standards. Because what 

people believe on our planet depends so much on whereabouts on the planet they happen to be born, which 

is a fairly odd thing. 

The Adam and Eve myth is believed by a lot of people in certain parts of the world, but if you go to the other 

parts of the world you will find them believing very different myths. 

This is a Hindu myth which is also very beautiful and there are other Hindu myths as well. This is another 

Hindu myth of churning the milk of the ocean with a churn. Gods and demons churning an axle with a 

turtle on the bottom, and out of the ocean came - as butter comes out of milk - came all living creatures. 

These creation myths are very beautiful, but they’re all different from one another, and they can't all be true. 

And it’s very odd if people believe simply what the other people in their country happen to believe, just 

because they are in that country. 

Look how scientists handle their disagreements now. Take a particular disagreement: why did dinosaurs go 

extinct? There are various theories. This is a theory that a comet or meteorite hit the Earth, and caused a 

catastrophe that drove dinosaurs extinct. And a lot of scientists believe that. A lot of scientists, on the other 

hand, believe that a virus killed the dinosaurs. And another lot of scientists believe that the mammals arose 

and ate the dinosaurs eggs. I’ve no doubt that there is something going for all those theories. But, the point 

is that different scientists believe them, and the reason why they disagree is that there isn't enough evidence 

yet. Everybody knows, everybody agrees about what sort of evidence would be needed in order to make 

them change their mind. 

But, suppose science worked like creation myths, or like languages. Here we have a map of world's 

languages. In this red area English is spoken. There Spanish is spoken, there Russian is spoken. And it’s 

quite natural that you should be able to plot a map like that; that people should speak the language of their 

country. But what if scientific theories were like that? What if we had the similar map of the distribution of 

scientific theories? 



Suppose, in the red area, everyone believed the meteor theory of the dinosaurs’ extinction. in that area 

everybody believed the virus theory, and in that area everybody believed the mammals-eating-the-eggs 

theory. Wouldn't that be a pretty silly sort of science? 

Imagine the scene: two scientists arguing, and one of them says, "I believe the dinosaurs went extinct 

because a comet hit the Earth. Why do I believe that? Because that is what my father and grandfather 

believed, and that's what people in my country have always believed." "But I believe that it was a virus that 

drove the dinosaurs extinct. Why do I believe that? Because my father and grandfather believed it, and 

that's what people in my country have always believed." 

Or, suppose the conversation went like this: "nevermind the evidence, I just know that a comet struck the 

Earth because it was privately revealed to me that a comet struck the Earth." "And I just know that it was a 

virus because I just know it, because I just know it, because I have faith that it was a virus." 

If you overheard conversation like that you would think they were pretty odd scientists, wouldn't you? You’d 

have seen no reason to believe any of them. 

Growing up in the Universe partly means evolving from simple to complicated, inefficient to efficient, 

brainless to brainy. But it also means growing out from parochial and superstitious views of the Universe. 

Going up to a proper scientific understanding of the Universe, based upon evidence, public argument, 

rather than authority or tradition or private revelation. Growing up means trying to understand how the 

Universe works, not copping out with supernatural ideas that only seem to explain things but actually 

explain nothing. You might say: "can you really afford to be snooty about the supernatural? After all, many 

of us have probably had uncanny experience, like telepathy. We, perhaps, dreamt about somebody whom 

we hadn't thought of for years, and then, the very next day, we had a letter from them, and we think, what 

an amazing coincidence! There must be something supernatural. It seems so spooky." 

That is the supernatural explanation. What would a natural explanation of an event like that be? Well, what 

we have got to do is to come to a proper assessment of how likely it would have been that this could have 

happened anyway by sheer luck? 



And, there are ways of doing it. And we can run a very simple experiment here, on a very small scale. We are 

going to do it by tossing pennies. It may be that, somewhere in this audience, is somebody who is psychic 

and is capable of willing a penny to come down heads or tails. A what we have got to do is to identify that 

psychic individual. So, Bryson is going to toss a penny, and I want, I’m going to ask everybody on this side, 

let's forget about the gallery because I can't see them up there. Everybody on this side of me here, is to will it 

to come down heads. Really think of it coming down heads. Try to make it to come down heads: we’ll try to 

see whether the psychic individual is on that side. Or, on this side, everybody should will it to come down 

tails. Okay, so, off we go. 

Tails, right. So if we’ve got a psychic individual, it must be on this side. Now, will everybody this side, please, 

stand up. We’re going to try to do this by elimination. Now, everybody on this side of the aisle, will it to 

come heads, everybody on this side of the aisle, will it to come down heads. 

Heads. Sit down, please. Stay standing up. Now, we have got a bit of a problem here. Let's say, everyone 

from behind the row that was holding up the portraits of ancestors should will it to come down heads, and 

everyone from the ancestral portraits downwards - tails. Tails. Right. The back rows then, sit down, please. 

Right, now we’re narrowing it down. How many tosses have we done? Three? Right. Now, one, two, three, 

four… let's say the back two rows of those standing, will it to be heads, and the remainder, tails. 

Tails. Back two rows, sit down, please. Right, now, 1, 2, 3, 4, 5, 6… okay, we we’ll make it simple. From that 

row heads and front two rows, tails. 

Tails. Back row, sit down. Right. Back row heads, front row tails. 

Tails. Right, let’s say, from Coca Cola to the left, heads, and the other one ,tails. Heads - down, please. No, 

Coca Cola, stand. 

Right. Heads, tails? Heads. Heads. Right. Well done. 

I do not know how many tosses that was, but congratulations. Let us suppose that it was eight. It was, was 

it? Right. Now, what’s your name? 

Donny. 

Johnny? Yes, well… Donny? Now the question is; is he psychic? 



He managed to get it right eight times in a row, and that’s very impressive. But, of course, there is absolutely 

no evidence whatever that he’s psychic. He did, indeed, think about heads and tails and they did come down 

the right way. But if you think about how we set the experiment up, with successive divisions, he could have 

thought about ham and eggs, and it would have given the same result! It had to come out, because of the 

number of people here. It had to come out that somebody was, apparently, psychic. Now ,we have only got a 

few hundred people in this room. But, if you think about doing this with a million people or two million 

people, we could have gone on tossing pennies for a very long time, and in the end of that time, we’d have 

got a very impressive result. 

Now, when people write into the papers with uncanny experiences, it’s just like that, because the circulation 

of a tabloid newspaper is up in the million, and if only one of them has to write in then you can see exactly 

what happens. There’s got to be somebody out there having an uncanny experience at this very moment, 

which means absolutely nothing. 

So whenever you hear a story about uncanny, spooky, telepathic experiences think about this experiment 

and think about how likely it would be to come about anyway. Put your trust in the scientific method, put 

your faith in scientific method. There’s nothing wrong with having faith… I’m going to move Faraday out of 

the way. There’s nothing wrong with having a faith in a proper scientific prediction. 

This is a heavy cannon ball. I'm going to stand here, and I’m going to release it, and it’s going to come… it’s 

going to go over there, and it is coming roaring back towards me. And all my instincts are going to tell me to 

‘run for it’. But, I have enough faith in the scientific method to know that it is going to stop just about an 

inch short, or perhaps less, of my head. So here goes. 

I felt the wind of it! The Nobel Prize winning scientist Sir Peter Medawar, in a joint book written jointly with 

his wife, wrote the following: 

"Only human beings guide their behavior by a knowledge of what happened before they were born and a 

preconception of what may happen after they are dead. Thus, only humans find their way by light that 

illuminates more than the patch of ground they stand on." 



Well, that’s all for today. In the next lecture, I shall be turning to the problem of design, and the difference 

between genuinely designed things, like that electron microscope, and apparently designed things, that are 

not really designed, like this elephant and like this swift. Thank you very much. 

 

 

Episode 2: Designed and Designoid Objects 

Today's lecture is about the problem of design. So, the obvious place to begin, isn't it, is with things that are 

clearly not designed. 

This is just a plain, ordinary stone. The laws of Physics, left on their own, will produce something like that. 

They can also produce something like this, which looks superficially like a boot, but the resemblance is 

purely accidental, it means absolutely nothing. Nor does the resemblance of this to a fish mean anything, 

nor the resemblance of that to a duck's head. 

This is slightly more interesting, but it is still purely fortuitous; it looks like an egg, and, inside, is a little 

dummy embryo, but, again, it’s pure luck that’s just produced by Physics alone. 

That’s also true of these rather beautiful looking crystals. But, this is rather more interesting, because 

crystals are what you get when atoms, all of the same kind, are allowed to stuck up together, in the way that 

they – quote – "want to do". 

It’s is a different kind of crystal, a desert rose. Almost looks as if it might be made by jeweller. 

But, all these objects are fortuitous. None of them is designed. All the stones belong in a category I am going 

to call “simple”. The same is true of clouds and stars; nobody designed them, they came to be the way they 

are by the simple consequences of unaided laws of Physics. They’re examples of the way things just happen 

to be. 

Now, we’re ready to look at some objects that really are designed. This microscope, nobody could possibly 

mistake that for an object that just happens to be the way it is. Everything about it has "design" written all 

over it. It has a long tube to look down, a lens this end, another lens that end, a mirror to reflect light up 



through the tube, knobs to change the focus, other knobs to move the slide from side to side, and back and 

forth. Even the knobs themselves are roughened to make them easier to grip. A designed object. 

The same is true of this calculating machine, the same is true of this watch. 

There are some slightly more difficult cases. These flint arrowheads: there’s not much doubt that they’re 

designed. They are shaped in a way that you wouldn’t normally expect a stone on the beach to be shaped. 

This one’s a bit more doubtful. Experts tell us, archeologists tell us, that that is a designed object, that some 

primitive people did indeed shape that for a purpose, and I'm prepared to believe them. But that’s a slightly 

more difficult case. 

Nevermind about them. There are plenty of objects which are absolutely, obviously designed. 

What do they all have in common, these designed objects? They are all good for some purpose, and they 

couldn't have come to be the way they are by luck. The microscope is obviously very good at its purpose of 

greatly magnifying objects, and, most certainly, it couldn't have come about by luck. If you take a lot of 

atoms, and shake them up at random, then you may get a crystal, but you will not in a billion billion billion 

years get a microscope. 

This is a guzunder, so-called because it goes under, and it clearly has a more humble purpose than the 

microscope, but it works very well in its purpose, it's clearly designed. Once we realize what its purpose is, 

which is to hold water, we can come up with crude measure of how good it is. We can measure, we can say 

the cost of the pot is the amount of clay that goes into it, and the benefit of it is the amount of water that it 

holds. And so, its efficiency is the ratio of the weight of water that it holds to the weight of clay that goes into 

making it. 

If we compare it with this pot, which is not made by man, but is a natural stone – it also would hold water 

but it would not hold very much water for the amount of stone that goes into it. Its efficiency ratio is not 

very high, and indeed it’s not a designed object. It is a simple object, which just happened to be. 

So, we’ve divided these objects into those that are designed, and those that I'm calling ‘simple’. But now, I 

want to introduce a large and very important category of objects that are certainly not simple, and I shall 



argue that they are not designed. But they look, overwhelmingly and compellingly, as though they were 

designed. And, I'm going to call them ‘designoid objects’. 

Designoid objects look designed, but they actually got their designed look from a very different process, 

which we’ll come onto later. You may find it hard, at this stage, to believe that designoid objects are not 

designed, but just wait. 

So, let's have our first designoid object. 

Thank you. Now, this is Andrew, isn't it? And what's the snake called? 

Squeeze. 

Squeeze. The snake is called Squeeze. It's a boa constrictor, and it is a magnificent example of a designoid 

object. It looks as though it has been beautifully designed for a purpose. And, one of those purposes is 

swallowing prey which look very much too large for it to swallow. And, one of the ways in which it achieves 

this is by the head… 

All right. 

The bones of the head, the bones of the skull, are capable of detaching, coming apart - under the skin, of 

course - so that the head swells to a huge size relatively to what it starts. And, there’s a great gaping maw, 

which is capable then of swallowing very much larger prey than you would think. 

The skin here is a beautiful mottled color, which, you can imagine, would be very, very highly camouflaged, 

in a forest. The snake has lost its legs. Losing legs is a very common thing among reptiles. There are many 

lines of evolution among reptiles which have lost their legs. What the boa constrictor is best at is throttling 

its prey, and I think both Andrew and Squeeze deserve a round of applause. 

Thank you very much. 

Just looking at the outside of Squeeze gives us no real idea at all of what an extraordinarily complicated 

structure he, and all other living things, is. A living thing like Squeeze is not just more complicated than the 

microscope; it is billions of times more complicated than the microscope. 



Let's come back to pots. We’ve seen a designed pot, and we’ve seen a simple, accidental pot. Now, here’s a 

designoid pot. This is a pitcher plant. Here you see the individual pitchers. There’s an enlargement. They’re 

filled with water, and they’re traps for insects; insects fall into the trap and drown. 

This is how a pitcher begins, this is the next stage in development. It begins as a leaf. You see the hole just 

beginning to form: this is a young pitcher. And then, we’re going to see… There’s the full pitcher. There’s a 

fly climbing up it. There’s a slippery area at the top. The fly is… down, into the water. It's now going to 

drown, and, in due course, its products will be digested by the plant. 

Here is a live pitcher plant. Here is one of its pitchers. You can see the little lid over it. There’s the slip zone 

there, and inside is the water. It appears to be a well-designed object, a well-designed pot. If we were to do 

our cost-benefit ratio, our measure the amount of water that it holds over the weight of the plant material 

itself, we’d find that it is a very efficient pot, indeed. But, we’d also find that, if we look inside, cut sections of 

it, it would have a very complicated structure. 

This is the inside of a single cell of a pitcher plant through an electron microscope. And you can see the 

complexity of it. What’s more interesting is that this internal structure is very well fitted to make a lot of 

oxygen and secret it into the water of the pitcher. And this has a very useful effect, because, in the water of 

the pitcher, are living a lot of motley crew of little maggots and other insects. Now, what are they doing? 

Well, it’s all very well eating insects, like a pitcher plant does, but a plant doesn't have any teeth, and it’s 

difficult to eat insects, if you haven't got teeth. 

So, what the pitcher plant in effect does, in effect, is to borrow the teeth of these maggots in its pitcher. 

What the maggots do is they eat the prey that fall into the pitcher, and then their excretory products are 

what are finally absorbed by the pitcher plant. So really, the pitcher plant is just getting the same thing as 

any other plant gets when it eats manure, in effect. But what the pitcher plant is doing is sequestering for 

itself a private supply of manure by luring insects and by supplying the maggots that live in the pot with a 

nice, oxygen-rich fresh water, atmosphere, which, otherwise, they wouldn't like to live in. 

Here’s another sort of pot, a designoid pot. This is made by a trapdoor spider, you can see the trapdoor at 

the top. The spider lives inside. 



And another one here. This is the pot of a potter wasp. That’s a solitary wasp, not like the social wasps, 

which build comb, more like this honey comb here. The potter wasp female builds a pot like that out of mud, 

and lays her egg in it, and then the larvae grows up inside the pot. Look how beautifully it resembles this 

designed pot. This is a truly designed pot, made by somebody in Mexico. See how similar it is to the pot 

made by the potter wasp. 

Yet another animal pot. This was made by a mason bee. Exquisite little thing. It is used for the same 

purpose as the potter wasp's pot, but it has a different structure. It is just like a house built by humans. 

These are little individual stones which the bee, the female bee, has gathered and has cemented together to 

build up this delightful pot structure. And the story doesn't end there, because we can only see one pot, but 

underneath here are four more pots, and they’ve been carefully covered up by the bee, who has gone to the 

river and gathered clay to cover over her pots. The clay is exactly the same color and texture as the rock on 

which the pot is placed, so that the bee's predators, the predators who might come and eat larvae out of the 

pot, would never have… would never know, in a million years, that there were any pots under there. 

Here’s another beautiful example of designoid architecture. 

These gigantic megaliths, like Avebury or Stonehenge, are built by the compass termite of Australia. They’re 

huge structures, like blocks of flats – certainly, on termite scale, they are like blocks of flats. They are all 

pointing exactly north-south, which is another very cunning feature, because that means that they get the 

morning sun, on one side, and they get the evening sun on the other, so they get nicely warmed up in the 

cool parts of the day, but, in the hot part of the day, the midday sun hits them end on, which means that 

they don't heat up too much, which is why all these termite nests, they’re called compass termites, you can 

always, when you are in the desert, tell which direction is north-south by looking for a compass termites 

nest. 

Even larger is this other… another kind of termite nest. You can see the scale there. This is a most colossal 

structure. The Austrian ethologist, Karl von Frisch, remarked that, “if humans built structures on the same 

scale as termites do then the structures that we would built would be four times as high as the Empire State 

Building”. 



So termites are very, very impressive architects. These designoid objects are very impressive indeed. 

We’re switching now from objects which are apparently designed by animals to the design of animals 

themselves; the apparent design of animals themselves. And I’m beginning with camouflage. 

If you are walking through the desert, you would probably think, to a casual look, that that was a stone. But, 

it’s not a stone, it’s a grasshopper. It just looks like a stone, and it gets protection from looking like a stone. 

And then, the next example. This looks to me exactly like seaweed, it’s one of my favorite of all designoid 

objects. It is, in fact, a fish; it’s a seahorse. There’s its head, there’s its neck, there’s its body. And these 

objects sticking out here are part of the fish's body, but anybody would think that they were parts of a 

seaweed. They are looking exactly like parts of a seaweed, and the seahorse hides among seaweed of just the 

right type. It’s almost perfectly camouflaged. 

And we have a few more examples. This is a film of… and you’ll see what it is in a moment, it’s, in fact, a leaf 

insect. There’s the shield over the thorax, there’s the head. Here come the wings, and when it isn't moving, 

perhaps even when it is moving, it looks exactly like leaves. It’s just flown off. 

Here’s another… thing looks just like a plant; turns out to be a green snake. And this, you would think, was a 

plant, with a bud on the end, a long, green stem… more buds. Only when we get to the front end, do we just 

about spot that it has an eye, antennae, and legs. It is, in fact, a stick insect. 

Look at these leaves here – Autumn leaves. Look at the vein up the middle of the leaves. Look at the veins 

on either side. Look at the little splodges of dark-coloured mould on the leaves. But those are not leaves. 

Those are butterflies. Look, there you can just see the body, there, there, there, there. That's what these 

butterflies look like when they open their wings. This is what it looks like on the underside of the wings. And 

they normally sit with the wings folded, so that you only see the underside of the wings. And you are very 

hard put to it to see that they are not dead leaves. Only when they open their wings you get this flash of 

brilliant colouration. 

Camouflaged animals resemble inedible objects. Designoid objects sometimes resemble other designoid 

objects, for other reasons. Because they’re doing the same job. And this is called ‘convergent evolution’. 



This is an ordinary hedgehog. That is nothing whatever to do with a hedgehog, but, superficially, it looks 

like it. This is a spiny anteater. It is a mammal, but, you might say, only just a mammal. It's an egg laying 

mammal, a very primitive mammal, from Australia and New Guinea. As a matter of fact, its way of life is not 

that close to a hedgehog's way of life. This is an ant-eater, whereas hedgehogs eat more general things: 

insects and worms and things. But both of them gain protection from having spiny skins. And so, they both, 

superficially, look very alike: an example of convergent evolution. 

An even better example of convergent evolution is the so-called marsupial wolf. Now, if you saw that going 

along on a lead down the street, you would think it was a dog. A slightly odd sort of dog, perhaps. There are 

not many dogs that have just that structure at the tail end. But, you would think that that would not really 

be out of place at Crofts. But, this is not a dog. It has nothing whatever to do with dogs. This is a marsupial. 

It's much more closely related to kangaroos and wombats and koalas. It's now, most unfortunately, extinct. 

Only fairly recently extinct; it went extinct this century in Tasmania. It went extinct some thousands of 

years ago on the mainland of Australia. And, the reason it looks so like a dog is that it does the same job as a 

dog, or did the same job as a dog. It ran and hunted prey in the same sort of way as a dog does. And that’s 

why it has the same shape as a dog. 

Okay, perhaps you could take it now, Bryson. Thank you. 

The structure inside also resembles that of a dog. This is a dog skull. And this is the skull of the Tasmanian 

wolf. It's a bit larger – but, of course, the size of a skull would depend on how big the dog is anyway, and we 

could easily get a bigger dog's skull than this. The only reliable way to tell that this is a marsupial and not a 

real dog is if you look underneath. Those two holes in the palate there give the game away. Those are the 

telltale clues that tell us that this is a marsupial, and not a real dog. A real dog doesn't have the same kind of 

holes there. 

Well, that's convergent evolution among designoid objects. Designed objects, too, sometimes resemble each 

other, because they’re doing the same job. 

Two aeroplanes closely resemble one another not because of industrial espionage, not because of imitation, 

but because the wind tunnel is a great leveller of differences. These planes have both been designed for the 



same purpose, and, when you design airplanes for the same purpose of flying very fast through the air and 

carrying a large payload of passengers, those planes are going to come out looking pretty similar. In just the 

same way as the dog and the marsupial wolf come out looking similar. 

So, we have seen convergence between two designoid objects, and we have seen convergence between two 

designed objects. How about convergence between designed and designoid objects? 

Well, here is a camera, which is a designed object, and here is an eye, a designoid object. They both do 

something very similar; they both have a lens at the front, which focuses an image on a light sensitive 

surface at the back. In the eye it is called retina; in the camera, it is a film. 

There are detail resemblances, as well. Both of them have an iris diaphragm: opens and closes to regulate 

the amount of light that goes in. In an automatic camera, the amount of light that goes in and out is 

automatically regulated by a light-meter, which says ‘when it goes brighter, close down the hole; when it 

goes darker, open up the hole’. And, the human eye also has an automatic light meter. 

Now, I wonder whether we could have a volunteer to… 

Right. In the front row there. Yes. Right. 

What’s your name? 

Gillian. 

Gillian. Now, would you like to take your glasses off, Gillian? Thank you. And, come and sit down here, 

please. 

Now, what you do, please, is look into the camera there, and they’re going to take a picture of your eye, of 

your iris. What I'm going to do is I'm going to shine this light into the other eye. And - I hope it won't be too 

bright – and, what we hope to see, is that your iris will contract when I shine the light in. 

So, look into the camera, and I'm going to shine the light. Did you see it contract? Look into the camera. 

There, it contracts. Do you see it? I think it's best perhaps to look into the eye that I'm actually shining the 

light into. Not, not you. Look into the camera. Is it too bright for you? No? Okay, look into the camera. 

There it goes. Did you see it? Thank you very much, Gillian. 



And, there are numerous other examples of living things being exactly the way a human engineer would 

have designed them. 

Okay, well I hope that’s enough to convince you that there’s something special about living objects. They 

look designed, they look overwhelmingly as though they are designed. I call them designoid, and I ask you 

to accept this different title. 

But it’s terribly, terribly tempting to use the word "designed". Time and again, I have to bite my tongue and 

stop myself saying, for example, that this swift is designed for rapid, high speed, highly maneuverable flight. 

And, as a matter of fact, when talking to other biologists we, none of us, bother to bite our tongues, we just 

use the word "designed". 

But I've told you that they’re actually not designed, and coined the special word "designoid", and, I said that 

there is a special process that brings designoid objects into existence and gives them their apparently-

designed look. What is that special process? 

The answer to this question was discovered surprisingly recently, in the middle of the last century. One of 

the greatest discoveries of all time, made by one of the greatest scientists of all time - Charles Robert Darwin. 

Quite a surprisingly long time after he discovered his principle of evolution by natural selection, he wrote 

this famous book, The Origin of Species. This is an original first edition, inscribed by the author. Very 

valuable. 

Darwin began his argument on Natural Selection, he introduced it, in terms of another process called 

Artificial Selection, or selective breeding. 

All these vegetables here have been bred by human breeders for different kinds of food purposes. There’s an 

ordinary cabbage, cauliflower, red cabbage, broccoli, Brussels sprouts, kohlrabi. Each of these different 

sorts of plants has emphasized a different aspect of the original wild ancestor - the wild cabbage. So, 

kohlrabi, for example, has a greatly swollen stem. Cauliflower has a greatly enlarged flower. So does broccoli, 

but in a different way. They’re all descended, over the last couple of thousand years, from the same wild 

ancestor: the wild cabbage. 



Now that’s is the wild cabbage, as grown by Bryson. Bryson has many virtues, but green fingers are not 

among them. Nevertheless, if you were to take this home and grow it for a little while; water it properly, 

look after it, it would grow up into a wild cabbage. It wouldn't look very like any of those cabbages. That’s 

the point I'm making: they've all come from the wild cabbage but they are all very different from the wild 

cabbage. 

All the breeds of domestic dogs have been bred from the same common ancestor, namely a wolf. Those dogs 

look terribly different. You’d never think they were the members of the same species, but they all, in fact, 

come from the same species, a wolf. 

Now, how do we get… what is this artificial selection, this selective breeding, that enables you to go from a 

wolf to something like that, or that, or that. 

Well, I will tell you very, very briefly what it is. You start with your ancestor, the wolf. And I’m going to 

suppose, for simplicity, that everybody on this side of the room is going to imagine breeding for smaller and 

smaller wolves, and everybody that side is going to imagine breeding for larger and larger wolves. So, in 

every litter of wolves that we get, if you are on the small side… what you do is to look out for those 

individual puppies that are a bit smaller than the average. And, those are the ones that you breed from, and, 

on this side, you breed from the larger ones. 

Now, it’s going to take a long time; generation after generation, you mate together relatively small dogs, 

wolves, and, on this side, you mate together relatively large wolfs. And, after many generations – perhaps 

hundreds, perhaps thousands of generations, perhaps a couple of thousand years of this selective breeding 

– because there are genes involved in controlling the differences between the different puppies, cubs, 

eventually, you may end up with something like what I hope it is now going to come in. 

That would be the end product of breeding for larger and larger sized wolves. That would be something like 

the original ancestor that you started from, and that would be the end product of breeding for smaller and 

smaller wolves. 

What are their names? 

Jemima and Wilf. 



Jemima and Wilf are Chihuahuas. Jemima’s a smooth-haired Chihuahua. Wilf is a rough-haired Chihuahua 

and both of them, comparatively recently, are descended from a wild wolf. 

What’s its name? Sequin; is it a girl or a boy? It’s a girl. 

This is Sequin, who’s a German shepherd, and, I think we could say, that Sequin is the one who most 

resembles the ancestral wolf. 

And this is? Archie. 

Archie, that's a fine name. Archie, a great Dane, and here’s what you get from breeding for larger and larger 

size, but they’re all descended from a wolf, they’re all cousins of one another, and Sequin is showing great 

interest. 

Thank you very much indeed. Thank you. 

Charles Darwin was very interested in dogs, he was also very interested in pigeons. 

Thank you. 

You’re on my notes, pigeon. 

This is a Marchenero cropper. It's a pigeon, which has been bred, by Artificial Selection, from the wild rock 

dove, and, in this case, it’s been bred for the thickness of feathers, and for size of crop. You see the great big 

crop at the front, which is blowing up like that, and see how big the feathers are. 

Now, in the cage here - we didn't quite trust these ones to be let out. We trust this one. This is a domestic 

flight pigeon, and you see how it’s been bred for this curious little ruff round the back of the neck, and also 

the red ring around the eye. 

The other one is an English shortfaced tumbler pigeon. You see the extraordinary short face and the tiny, 

small beak. And that, again, is a product of artificial selection, just like in the case of the dogs and the 

cabbages. 

The beak is so short, in the case of English shortfaced tumbler, that this breed is no longer capable of 

feeding its own young. And so, the only way that breed can be reared, is by its babies being reared by 

pigeons of another breed. That sort of thing often happens, by the way, with Artificial Selection. It's true of 

bulldogs. If you… you probably know that the bulldog breed of dog has a head that’s so big that it can't be 



born, and the only way a bulldog can be born is by Cesarean section. So the entire breed depends upon 

humanity to keep it going. If we went extinct, bulldogs would go extinct. 

Now, Artificial Selection, the process that produces these dogs, and these pigeons, and these cabbages, is 

too slow for us to see during the course of one lecture. But we can imitate it on a computer, and I'm going to 

do it with a program called "Arthromorphs". 

These are arthromorphs. This is the parent arthromorph, and round the edge of it are eight child 

arthromorphs. And, they resemble the parent very closely, but there may be a genetic change, a mutation, a 

random genetic change, as you go from parent to child. So that one, for example, has longer legs, that one’s 

got legs up instead of down. And, the way you breed anthromorphs… 

Could I have a volunteer to…? 

My goodness. Right. Yes, thank you. 

Have you ever used a computer with a mouse? 

Yes. 

Yes, okay. What you do, then, is you choose the one you want to breed from, and just click it once. So, he’s 

going for the long legged one, I think. Click it. It goes to the center and becomes the parent of the next 

generation. Now you see, all in the next generation have longer legs. What's your name, by the way? 

Lawrence. 

Lawrence. Lawrence seems to be breeding for longer legs, so I wonder if he’s going to continue that. That's 

right. Keep going. Don't wait for me. Just keep on breeding. Okay, Lawrence likes long legs, and they’re 

getting longer and longer. Okay. Now, what I said was that these creatures have genes which are going from 

parent to child. What would I mean by talking about genes in a computer? In a computer, of course, genes 

would just be numbers. They are not real genes, they’re not made of DNA, but, nevertheless, they are genes 

in the sense that they are what goes through from generation-to-generation. 

There’s no sex in these creatures, by the way, these are all reproducing asexually, like stick insects, and like 

aphids. 

Carry on. Breed as fast as you can, to get through a lot of generations. 



So, what we’re seeing now, what Lawrence is doing, is Artificial Selection, just like our ancestors did with 

dogs and pigeons. But, he’s managing to achieve in a couple of minutes what would have taken several 

centuries for our ancestors to have achieved. 

What are you going for, Lawrence? 

You’re trying to get lots of zigzags in the legs, are you? 

All right. Perhaps we’d better proceed now, so thank you very much indeed, Lawrence. 

Well, I hope, I think that we are all convinced by now that Artificial Selection works. We’ve seen the results 

of it in dogs, cabbages, and pigeons, and we’ve seen it happening before our eyes in the computer 

arthromorphs. 

But this’s just Artificial Selection. We only begun talking about artificial selection because we are really 

interested in natural selection. 

Natural Selection is like Artificial Selection, except that instead of humans doing the choosing, nature does 

the choosing. Of all the puppies in a litter, wolf cubs in a litter, instead of our choosing which one shall 

breed, what happens is that nature chooses which one shall breed. The ones that have what it takes to 

survive will be the ones that breed, automatically chosen. The ones that are good at running fast, the ones 

whose legs are not too short and not too long. The ones whose teeth are not too blunt, and not too sharp, 

because if they are too sharp they might break easily. 

Natural Selection, nature is constantly choosing which individuals shall live, which individuals shall breed. 

And the result, after many generations of Natural Selection, is much the same as the result after many 

generations of Artificial Selection. 

So what would it take to change the Arthromorph program, so that it simulated Natural Selection instead of 

artificial selection? Because, at present, the arthromorphs are just being chosen by the eyes of a human. 

Could we somehow make the computer do its own choosing? Choosing on the basis of quality of 

arthromorphs. The trouble is, it is not easy to judge what quality in a arthromorph might mean, because 

these arthromorphs are living in a very strange environment: a two dimensional computer screen. They 



don't have a real world in which to live, they don't have predators, they don't have prey, they don't have food 

that they’ve got to catch. 

Perhaps we could do better if we made a computer model of a two-dimensional designoid object, like a 

spider web. Now, if we could have the lights down, I think we might be able to see. 

Now, there is a spider in the middle of its web and that, I think, shows quite nicely. Good. 

Now, we know what the spider web is for: it’s for catching flies and other prey. It’s a net, and the… it works 

in two dimensions. It's… we would have liked to actually shown you a spider building its web but this one 

seems to be pretty satisfied with the web it’s already got. So what I am going to do instead is to show you a 

computer reconstruction of a spider's movements while it builds a web. 

Now, you have to watch carefully. This is rather speeded up. 

Can we have that more slowly now, Peter? 

What the spider is now doing is the radii of the web. Now, it is doing the structural spiral. It is a kind of 

scaffolding. And now it’s doing the sticky spiral, which is the bit that actually does the business of catching 

the flies. Let's have it once more, slowly. Right. 

Right, there are the radii, now it's doing the scaffolding, and now it’s doing the real sticky spiral. 

What we have seen there is not actually a picture of a web itself. That is a picture of the movements of a 

spider that were recorded on a particular day. That is a particular spider on a particular day. Its movements 

were all fed into the computer and now the computer is playing it back to us. But that's just a recording of 

the web of a real, particular spider. 

Now, in order to do our trick of making an arthromorphlike program out of spider webs, we’ve got to make 

the computer behave like a spider. And this is the program written by Peter Fuchs, who, I’m glad to say, is 

next door, controlling the computer. And, what his program does is to make the computer build the web as 

if it was a spider. So, the computer is holding in its little head the rules, that we know something about, of 

how a spider builds a web. 

So, the computer does the radii like that. It does the spiral like that. 



Now, just as in the case of the arthromorphs, what Peter has done is to make the building rules of the 

computer spider under genetic control. There are genes in the computer, just as they were for the 

arthromorphs, and just as they were for the arthromorphs, the genes are simply numbers. 

That is the parent web, these are the daughter webs; more strictly, that's the web that was build by the 

parent spider, these are the webs that were build by the daughter spiders. Now, to begin with we can treat 

this just as if it was an arthromorphs program. So we want another volunteer, let's have a girl this time. 

Right. Yes, please. 

What's your name? 

Ursula. 

Ursula. Come here, Ursula, please. Have you ever used a computer with a mouse? 

Yes. 

Yes. Good. So, this time is just like the other one, only you have to click twice instead of once, to choose 

which one you think is the best web. 

Here now. That web has gone up to the top there. That now becomes a parent. And, here are the daughter 

webs that are being grown. And now, you can choose another one, another generation. 

So, you see, we’re doing just the same as we did for the arthromorphs, but now we have got spider webs 

coming. 

But the point we were going to go for was not Artificial Selection. The whole point of doing this with spider's 

web was to do something like Natural Selection. And to do that we simply make the computer work out how 

good each web would be at catching flies. 

And we can do that because, unlike the case of the arthromorphs, the webs are two dimensional structures 

and we know what they’re for: they’re for catching flies. So the benefit is simply going to be the number of 

flies caught, and the cost we can calculate because the cost is the amount of silk used by the webs made of 

silk. So the cost of the web is the amount of silk used, and the benefit is the flies. 

Now, if you’d like to stop now, Ursula. Thank you very much. 



Now, we no longer have a human selector, we now have the flies doing the selecting. So the flies are going to 

hit the web, when Peter gets it started up again and… 

Right, so now we’ve got a new generation of webs being built, and we’re now going to see the flies hitting the 

webs. 

There come the flies. Flies again. Now, the computer is going to calculate which of the webs is best at 

catching flies, and it is that one that has gone dark. So that one will now become the parent of a next 

generation. 

And now, once again, the webs being build, the child's webs are being build. Once again. The flies will come, 

the computer will measure which one of them is the best. 

There it is, and that becomes the parent of the next generation. Now, it wouldn't take very long for us to see 

the evolution starting from nowhere at all, and going to a nice web, that works very well. But, we haven't 

quite got time for it. So instead, what we did was to let the computer run all night, all last night, and we’ve 

got a fossil record of all the webs that were built during that time. 

This was the starting web, the thing we started the beginning of the night's run and, every 20 generations, 

we have a printout of the shape of the web. So you see, we start with almost no spiral at all, and you could 

imagine the flies just wheezing straight through, and not getting caught. But then, Natural Selection in the 

computer led to a gradual improvement in the web, more and more spirals, more and more flies caught and, 

so, evolution went in the direction of a nice, full web, with a nice full spiral like that, catching lots of flies. 

That all went on in the computer last night, very fast, telescoping into one night what would have taken 

thousands of years, perhaps millions of years in nature. 

In nature, the successful and the unsuccessful webs would not, of course, be judged by the computer doing a 

calculation about how many flies would have been caught, would be expected to be caught. They’d be judged 

automatically, and without any thought, by the flies themselves. The flies themselves that fly into webs, 

thereby choosing webs for breeding. 

The flies don't know they are choosing the webs for breeding. They don't particularly want to fly into the 

webs, but, nevertheles,s the consequence of their inadvertently flying into webs is that the spider that built 



the successful web is a spider that is more likely to breed and, therefore, more likely to pass on the genes for 

building that sort of web. 

So, as the generations go by, webs get better and better and better, just as they did in the computer, in our 

overnight run. 

That's Natural Selection in the case of spider webs, and exactly the same principle works for every living 

creature, for the bodies of every living creatures. Every lion and tiger, every camel, every dog, every human, 

every giraffe. They all have evolved by the same process of evolution by Natural Selection. 

So, the Darwinian view is that designoid objects are not designed at all. They have evolved by Natural 

Selection. 

The most popular alternative to the Darwinian view is called creationism. Creationists believe that 

designoid objects are really designed objects; the only difference is that, whereas these designed objects 

were designed by humans, these designed objects were designed by a divine creator. And the favorite 

argument of creationists is the so called "argument from design", which was most famously expressed by 

archdeacon William Paley in 1802 in the book ‘Natural Theology’. 

And, Paley begins his book: 

"In crossing a heath, suppose I pitched my foot against a stone, and were to ask how the stone came to be 

there; I might possibly answer that, for anything I knew to the contrary, it had lain there forever." 

In other words, the stone is the kind of object which had always been there, and doesn't need any special 

kind of explanation. 

‘But,’ Paley goes on, ‘what if I accidentally kicked a watch? The watch, I open it up, I see the mechanism, I 

see the cogwheels, and the springs, everything about it looks designed. It had to have a designer. It had to 

have a watchmaker. And, if the watch had to have a watchmaker, then how much more - Paley argued - 

must these objects, these living objects, including ourselves, have had a divine watchmaker? 

For Paley, it follows as clearly as the night follows the day, that, just as the watch had to have a designer, so 

do we have to have a designer. 



But, of course, just to show that animals and plants look as though they have got a designer begs the 

question. I’ve spent much of this lecture trying to persuade you that animals and plants look as though they 

got a designer. But, I have spent the other half of the lecture showing you that there is another very good 

alternative explanation for why they look as though they had a designer; namely, natural selection. 

Well, Paley, of course, lived before Darwin, so he couldn't be expected to know about the alternative. 

Nevertheless, it was, even without knowing about Darwin, it was possible back in 18th century to know that 

Paley's argument was a pretty bad argument. And this was pointed out by David Hume, one of the greatest 

philosophers of all time. Hume made the point that the argument from design, which was Paley's argument, 

is that things like elephants and humans are too complicated to have come about by chance; they have many 

parts, just like a watch, too complicated to come about by chance. 

A designer, a watchmaker, an engineer, is certainly one way in which these objects could come about. But a 

watchmaker, or a designer, or an engineer, if he is to be any good as a watchmaker, or an engineer, must be 

pretty complicated object himself. It’s no good just postulating a designer, because a designer is just the 

very kind of thing, just the very kind of complicated, ordered thing that seems to need the very kind of 

explanation that we are searching for. 

If a human is too complicated to have come about by luck, or if a swift is too complicated to have come 

about by luck, then a thousand times more so any being capable of creating humans must be too 

complicated to have come about by luck. 

The argument from design certainly proves that living things couldn't have come about by chance, but, by 

the same token, and even more strongly, it shows that a divine creator couldn't have just come about either. 

The creator would have needed an even bigger creator, and so on. 

The argument from design is a powerful seeming argument, and it powerfully shoots itself in the foot. 

The Darwinian argument of evolution by Natural Selection, of course, doesn't suffer from this problem. The 

Darwinian argument does not explain things as due to chance. Chance, in the form of random genetic 

mutation, comes into it, but by far the most important part of the Darwinian explanation is the non-random 

process of natural selection. 



There’s another, rather interesting, little curiosity, which is that natural objects, designoid objects, have 

imperfections, which you wouldn't expect to get in objects which were designed by a real designer. 

This is a flatfish, a halibut. Its ancestors once swam normally in the water, like a normal fish does, like that. 

But, the ancestors of the halibut settled down on the bottom of the sea one side down. They lie on the 

bottom of the sea, and, now, a modern flatfish moves along like that, you’ve probably seen them doing it. 

But, when it did that, the ancestor found that one of its eyes was looking straight into the sand; only the 

other one was looking up. And so, gradually in evolution, the other eye, the one that was looking into the 

sand, migrated round the side of the head, and came up to the top, with the result that the skull of the 

halibut is now an extremely distorted object. It's like a sort of Picasso painting of a fish, it's got its two eyes 

on one side. 

Now, anybody who was going to design a flatfish wouldn't do it that way. You’d do it like a skate, which is 

another… a kind of shark, which is also a flatfish. And it flattened itself, its ancestor flattened itself, by going 

onto its belly, so that both its eyes were looking upwards, and it had no need to do any kind of distortion. 

But, by some kind of historical accident, the ancestors of the halibut, and the sole, and the plaice all did it by 

lying on their side and that meant that they had this distortion. So, this is an imperfection in design, which 

is just the kind of thing you’d expect to see if these creatures had evolved, but is very much not the kind of 

thing you’d expect to see if these creatures had been created. 

Evolution starts from simple beginnings. The starting point of evolution is the kind of thing we see here. 

Something like crystal, something at least as simple as crystals. And, it builds upon simplicity to get towards 

complexity. We start with a simple foundation, simple things are easy to understand. We don’t have to start 

with a complicated thing, like a creator. 

On this simple foundation are build designoid objects, by Natural Selection. And, only when we have 

designoid objects with brains as big as human brains, does design finally emerge. 

But, why do I say just humans for design? Isn't it rather unfair to the wasps that built these pots and bees 

and spiders and things, rather unfair to this ovenbird that built that mud nest or that nest of social wasps, 

which is very similar to that convergently, also built of mud? 



Why do I use the word "design" only for human creations and not for the manufactures of these animals? 

The difference is that human designs get their goodness and efficiency from conscious human foresight. 

Wasp pots and ovenbird nests get their efficiency directly from Natural Selection, by a kind of hindsight 

rather than foresight. 

Genes are selected which influence the bodies of the ovenbird and the wasps, and particularly the nervous 

systems, which influence the building behaviour. 

The birds and the wasps have no idea of why of why they are doing what they do; Natural Selection simply 

favors those that build good nests. 

Humans, on the other hand, do build with foresight, at least they do usually. This is an engineer called Ingo 

Rechenberg from Germany, who designs windmills, and he claims that he designs his windmills by a kind of 

Natural Selection. He does it by putting his windmills in a wind tunnel, measuring how good they are and 

then - as he calls it - breeding from those windmills that are good at spinning around in a wind tunnel. 

The windmills have genes; and again, not real genes, but they are numerical attributes, they are numbers 

that are used to make other windmills that resemble the parent windmill. And, in every generation of 

windmills, he breeds from the ones that do best in the wind tunnel, and after many generations of testing 

them and breeding, testing and breeding, he ends up with a windmill that, he claims, is better than the ones 

you would get by the ordinary processes of engineering design. 

But, you could say that all engineering design, and even all art, has a certain Darwinian component, and I 

want to illustrate this with another computer program called "Biomorphs". 

So, can we have a volunteer to run the Biomorphs… 

Oh, dear, dear, dear… Right. Yes, please. 

What's your name? 

Rachel. 

Rachel. Have you ever used the mouse before? 

Yes. 

Good. Now, there you have some biomorphs. Try one of those now. 



What she’s doing is guiding the evolution of biomorphs. The biomorphs are controlled by genes, just like the 

arthromorphs and just like the spider webs, and they’re coming by random mutation, but the direction of 

the evolution is being guided by the human eye. Just like the direction of breeding cabbages or dogs. In this 

case, we’re just looking for pure aesthetic appeal, just looking for the prettiest ones. I think you might 

imagine breeding wall paper or bathroom tiles or something like this. 

Okay, thank you very much indeed, Rachel. 

But, in any case, in any case, all creation, all design, all machines, houses and paintings and computers and 

airplanes, everything designed and made by us, everything made by other creatures, is only made possible 

because there are already brains put together as designoid objects, and designoid object comes about only 

through gradual evolution. Creation, when it does occur in the Universe, is an afterthought. When creation 

appeared on this planet, it came locally, and it came late. Creation does not belong in any account of the 

fundamentals of the Universe. Creation is something that, rather late in the day, grows up in the Universe. 

Thank you very much. 

 

Episode 3: Climbing Mount Improbable 

This is a stick insect. It may look fairy conspicuous on my hand, although I have made an effort to make it 

feel at home on my shirt, but you have to see it in its natural surrounding in order to see it at its best. There, 

it would blend in almost totally. The attention to details is astonishing. You can even see little marks 

suggesting bark on its back. 

You could almost say that it fits its environment like a key fits a lock. And I've got something else under my 

hat. 

This is a different kind of stick insect, a leaf insect. It mainly resembles leaves, dead leaves. You see how it 

rocks like that. I suspect that it's got a second line of defense which is that when it's startled and when a bird 

might almost have got it, it then, I suspect, mimics a scorpion. You see how the tail has looped over the back 

there. If I saw that I might be momentarily startled, thinking that it was a scorpion. 



Let's put these away. I will get that one… And I would call for a volunteer who is not frightened of stick 

insects. There we are. 

Thank you very much. 

Bryson and I are always doing double act like this. 

Here is a couple of more… 

There is a branch of a tree. Seems to be moving. There goes its head. 

It's a bird. It flies off. A [missing word]. 

Those are rose thorns. That is not a rose thorn. It's a bug. It gains protection by looking like a rose thorn. 

You could almost say that it is like a key that fits into the brain of a bird and the bird mistakes it for a thorn. 

So bird has a rose thorn shape lock. If that sounds a little bit mysterious I hope I will explain it in a moment. 

Because I'm going to use the analogy of a lock and key. Wherever we see an apparently well designed animal 

or plant, it's as if Nature has the lock and the creature has the key. 

The thing about a lock and key is that the key has an intricate structure which is very hard to imitate and 

that structure exactly fits the lock. This key fits precisely into the lock and the holes in the key fit the teeth in 

the lock. And the lock therefore opens. Just any old bit of bent wire won't do. It has to be the right key. 

The principle of a lock and key is that there is something intrinsically improbable in the shape of the key. 

You need that key to open the lock. In the case of an ordinary lock you open with a key it is not easy to 

measure how improbable the key is. But here is a combination lock, an ordinary bicycle lock. Here we know 

exactly how improbable it is because there are three dials and each one has six positions. That means that 

there are six times six time six possibilities, which is 216. There is a 1 in 216 chance of opening it by luck. 

And here is a model of the same combination lock so we can see how it works. 

You have to get all three of the dials into position. This one’s combination is 6, 5, 1 and the lock opens. All 

three of the teeth have to be lined up. It isn't enough just to have one of them. 



But the lock is just a parable. Let's get back to real life. If the thorn bug is a key, what this means is that just 

any old shape won't do. It must be the exact shape of a rose thorn. A stick insect must be exact the shape of 

a stick. An upper tooth must fit, bite snuggly against lower teeth in your jaw. 

Yet the theory of evolution says that all these things evolved gradually, stage by stage. This means that they 

must have gone through intermediates, when they were not a perfect key fitting a lock. 

The thorn bug must have been half like a thorn, the stick insect must have been half like a stick. But 

whoever heard of a key that only half fitted a lock? A key either fits a lock or it doesn't. 

So how do real living creatures managed to evolve their perfection? How do they manage to survive the 

intermediate stages? How do they work when they are only half a key? 

Well, let's approach the problem by going back to the combination lock. While I have been talking Bryson 

has been discretely doctoring his lock so it would behave in a different way. 

If you could imagine a lock where instead of having to get all the dials in place at once… Supposing I was 

trying to crack a safe and there was money in there. As it is I can't do it because I have got to get all the dials 

in place at once and I have only got a 1 in 216 chance of doing that. In a real bank safe it would be one in 

billions. I can't do it. But suppose that I were able to try the first one at random and eventually find out how 

to open that. And then the safe door peeps open a little bit, a little bit of money drops out. I've done that one, 

now I can go on to the next one. And I find out how to open that one, I have only got 1 in 6 chance, that's 

fine. And a little bit more money spills out. And now the final wheel, I have only got 1 in 6 chance, that's 

easy and I open the entire safe. 

It's now become a gradualistic combination lock, where before it was an all or nothing combination lock. 

With this lock the maximum number of tries that you need in order to open it by luck is not 216 but a mere 

18. So it is easy to open a gradualistic combination lock and I call this "smearing out the luck". Because we 

do not have to get our luck all in one ridiculously large dollop. Instead we can get our luck in drips and 

drops. 



Each drip being allowed to come before the next drop and we go on to wait for the next bit of luck. It 

cumulates. 

So, what have we seen so far? Although an animal may look like a key fitting a lock it's not a totally good 

analogy because in this case half a key is better than no key. If nature is a combination lock, it's a 

gradualistic combination lock, not an all or nothing one. 

Now let's look at the same thing from another direction. It's been said that a monkey typing at random on a 

typewriter could eventually write the complete works of Shakespeare. I once did this experiment with my 

then 11-month-old daughter, Juliet, and this is what she typed. I let her go for a bit… And so on and so on. I 

realized after a bit that I would have to let her go on for at least a billion years before she got even a single 

phrase of Shakespeare. 

The eminent astronomer, Sir Fred Hoyle, has pointed out that it is just about as unlikely that any complex 

living structure could spring into existence suddenly, by luck alone. He said: “It is rather like taking a 

junkyard and letting a hurricane blow through it and the hurricane has the luck to spontaneously assemble 

a Boeing 747”. 

So here is our the junkyard, and the hurricane comes along, it's blowing like this. Hoyle's point is that the 

luck that would be necessary to spontaneously assemble a Boeing 747 like that is equivalent to the luck that 

you need in order to get something like an eye or a stick insect or hemoglobin molecule by sheer luck. 

My reason for mentioning Hoyle's 747 is that I'm going to take his name in vain in the next demonstration. 

We are going to have a computer monkey or rather we are going to have two computer monkeys, one called 

Hoyle and the other called Darwin. Both monkeys have the same task. Both have to type, not the complete 

works of Shakespeare, but one phrase from As You Like It: "More giddy in my desires than a monkey". 

Hoyle types entirely at random. After every line that he types the computer checks to see if he has managed 

to hit the target line. If he does, the computer will stop, bells will ring, it will be the most improbable 

coincidence in the history of the world and I solemnly promise to eat my hat. 



I would go further than that. I bet you everything I possess that it won't reach the phrase, shall we say, in 

the next 10 billion years. 

I won't bet you. I will undertake to give everything I possess to the Royal Institution and here is the legal 

document signed by me which undertakes to make over everything I own to the Royal Institution in the 

event that the monkey Hoyle reaches the target phrase. But, of course, this is just to illustrate my confidence 

that chance on its own could never make an eye or a 747. 

The real point of the demonstration is that the other monkey, Darwin, will get the target phrase. So what 

does Darwin do? 

The same, but with a crucial difference. The Darwin monkey begins by typing a random phrase. So far the 

same as the Hoyle monkey. But now the computer breeds from that phrase. It breeds 50 offspring which are 

identical to the first phrase but with a tiny mutation, a tiny random difference in each of the 50 cases. The 

computer then looks at those 50 offspring and chooses the one which most resembles the target phrase, 

however slightly it resembles the target phrase. 

So the generations go by and, generation after generation, it gradually becomes more and more like the 

target phrase. 

Now, when I agreed to give these lectures I was told that I should always call members of the audience out 

to assist. But I was also told that it was silly to do this if all I was going to ask them to do was to come out 

and hit the return button on a computer. However, on this particular occasion, since so much is at stake, I 

thought it would be better if I did ask somebody who knows a lot about computers and is very good at 

pressing buttons, to come out and perform this onerous task. So, if anybody would like to volunteer… 

Yes, right. Now, what's your name? 

Andrew. 

Well, you understand what's at stake, Andrew, do you? OK. Here is the target phrase, "More giddy in my 

desires than a monkey". There is the box where the Hoyle monkey is going to type. And there is the box 



where the Darwin monkey is going to type. Unless Bryson has been messing about with the program in 

order to deprive me of my worldly goods that is the way it is going to be. So, are you ready? Go! 

Now you see the Hoyle monkey typing away entirely at random. The Darwin monkey is down here and I 

think we can begin to see something appearing in the Darwin's row. 

"More giddy in my desires then the… 

Bang. And he has got there. How long did that take? Anybody timed it? Not very long, I think. Andrew, 

thank you very much. 

So I don't have to eat my hat and my worldly goods, such as they are, are safe. But the point really is not that 

Hoyle failed to reach the target. The point is that Darwin did reach the target and astonishingly quickly. 

Well, there is a lot wrong with that as a demonstration of Darwinian natural selection. For one thing, it has 

a distant target in mind, which natural selection does not have. But it does, once again, show the key to the 

way out of the problem of mammoth improbability. Things like eyes and 747s that couldn't possibly spring 

into existence in a single, lucky shake of a dice, can come into existence if the luck is smeared out in many 

tiny steps and it is accumulated. 

That is what this lecture is about: smearing out the luck, accumulating it, turned out to be an immensely 

important process. It is the process that makes it possible for us to be here, and by "us" I mean all stick 

insects, lions, elephants and bacteria, everything that is here. 

And now let's look at a physical parable for this gradualistic solution to difficult problem. 

This is a mountain. It's called Mount Improbable. Sitting on the top of the mountain is equivalent to being 

very well designed, to being an eye that works well, for example. Being at the bottom of the mountain is 

equivalent to being a distant ancestor that is not yet very well designed, that haven't yet acquired its good 

fitness to the environment. 

Looking… facing you now is a precipice, a cliff which is called Sheer Luck. It is a sheer cliff. Jumping from 

the bottom of the cliff to the top corresponds to assembling a 747 by means of a hurricane or it corresponds 

to getting a complete eye in a single lucky mutation. It can't be done, you could no more do that than a 



mountaineer could leap from the bottom of a cliff to the top. But this isn't the only route up Mount 

Improbable. We have to go round the other side. 

And you notice that round here is a gradual, sloping path, steadily inching its way up the mountain. If you 

follow it round you will find that even though some bits of it are a little steep, you can get from the bottom 

to the top without ever having to jump up a step. It's a gradual, inch by inch, path up. 

Anybody who didn't know about the Ramp Evolution, which is what that is called, would, if they saw an 

animal perched on the top, a beautifully designed animal, and only saw the cliff, they would assume that it 

had to be the result of a miracle. But in fact the only way up Mount Improbable is the slow, gradual climb up 

the Ramp Evolution. You have to add all the little steps up together and after a very large number of steps 

you can climb very, very high indeed. 

But we are still talking in parables. How in practice do living things climb Mount Improbable? 

Well, of course, individuals don't climb it. It's lineages, groups of animals, species, that climb it, and they do 

it in evolutionary time. They and their descendants, and their descendants' descendants, they do it by going 

through an extremely large number of generations and we do have the time for an extremely large number 

of generations, because we have geological time at our disposal. 

This generation by generation accumulation works only if there is reproduction with true heredity to carry 

the message through. And I must explain what that means, because just plain reproduction without heredity 

won't do, it's not enough. 

It's possible to imagine reproduction without heredity. Fires, for example, have a form of reproduction 

without heredity. 

If you imagine that this is a savanna, a dry savanna, the dry grass all over it. And a fire suddenly starts in 

one place. Sparks fly up and are carried in the wind and suddenly a spark lands there and a new fire starts. 

Both these fires are now flaming up and sparks again off, and another fire starts up which may be the 

daughter of this one. One starts up here which may be the daughter of that one. These fires are propagating, 



these fires are having children. The sparks are causing this fire to be the parent of that one, and in the next 

one we can see that you can have both, not mother and daughter, but grandmother, grandchildren fires. 

Now, the fires might differ a bit. In this picture we've represented them by red, green and blue. Fires may, 

indeed, differ. But they get their qualities not from their parents and grandparents. A fire gets its qualities 

from its surroundings, from its environment. A fire gets its qualities from the direction of the wind, where it 

happens to be, or from the chemistry of the soil or from the dampness of the vegetation. Fires do not get 

their qualities from the spark that comes from their parent fire. 

Now we are going to do the same thing with a Bryson special. And I'm going to stand well back. Where am I 

going to stand? Here? Right. We always have to have fireworks at the Royal Institution, so go ahead, Bryson, 

please. 

Right. There is the first fire, there is the parent, but the sparks are flying up. It started another one there. 

That's the daughter fire. And a granddaughter, and a second daughter of this one. 

But the point is that to the extent that there are any differences between these fires, they do not get their 

qualities from their parents. There are sparks that flow from fire to fire but all the sparks do though is to 

start a new fire. Nothing is carried in the spark. There is no information carried in the spark. 

And this, of course, this is where rabbits and humans and stick insects differ from fires. Don't be misled by 

the way, by the fact that rabbits and humans have a mother and a father. Stick insects only have a mother, 

like fires. In this particular respect stick insects are like fires. But in the important respect that I'm talking 

about, stick insects do not resemble fires. Because, unlike fires, stick insects have true heredity. At least 

some of their qualities: color, shape, eye, [missing word] and so on, they actually get from their mother, not 

only from their surroundings. Something travels from mother to daughter, something in the spark that 

travels from mother to daughter - there is information. 

So what is this mysterious information that eggs contain and sparks don't? 

Well, it is DNA. This astounding molecule which contains in the sequence of its bases all the information, or 

almost all the information that you need to build a stick insect or a rabbit. 



DNA comes like an ever-flowing river down the generations. The river of DNA that flows through us into the 

future is a pure river that leaves us exactly as it finds us. With one exception. 

There are occasional, very occasional, random changes called mutations. Because of these there is variation, 

genetic variation in a population. And that opens the way for natural selection. Those varieties of DNA that 

just happen to be good at building ancestors, at building bodies that have good eyes, good legs, good 

anything else, survive. So the world automatically becomes filled with good DNA. This mean good at making 

bodies that are themselves good at surviving. 

This is the Darwinian explanation for why living things are so good at doing what they do. They are good 

because of the accumulated wisdom of their ancestors. But it is not wisdom that they have learned. It's 

wisdom that they chanced upon by luck, lucky random mutations, which were subsequently selected. 

And in each generation the amount of luck was very small. But because the luck has been accumulated over 

so many generations we are impressed by the end product. 

I want to apply this lesson to three particular cases, three particular problems that have given difficulty: the 

eye, the wing and camouflage. And I choose them because they are famously regarded as difficult. 

First the eye. Charles Darwin himself said: "To this day the eye makes me shudder". Creationists are 

particularly fond of the eye because they like saying, "What is the use of half an eye?” An eye only works, 

they say, if every little detail is in place. Until you got that, the eye won't see anything at all. So how could it 

possibly have evolved? 

And even serious scientists have sometimes queried whether there has been enough time for the evolution 

of the eye. 

Suppose we start with an ancestor who didn't really have an eye at all but just a single, simple sheet of light-

sensitive cells. That is represented by this screen here and there is a television camera behind, looking at the 

screen, and that we on the screen, on the television screen, shall see what this primitive animal would see. 

So this animal with hardly any eye at all would at least be able to tell the difference between light and dark. 

Light and dark. 



Now, the next stage in evolution would be to have a shallow cup. This animal would be able to tell the 

direction that light is coming from, because there a shadow would appear. A shadow would appear there. 

And if you can tell the direction a light is coming from, then you can tell the direction a predator is coming 

from. 

Now, although we represented this as a cup coming out from the wall it would, in fact, probably be an 

indentation and it would be a gradual indentation. It's inconvenient to make a gradual indentation. It has to 

be made as a rather abrupt cup that comes out six inches at a time. But it is easy to see that that shadow 

effect that we have just been witnessing would work progressively and gradually as the cup gets bigger. Let's 

make it bigger still now, Bryson. 

And this cup is even more effective and if we go on to the next stage when we make the cup gradually bigger 

again, so big that it becomes just a little hole in the end. 

Like now. This animal has a very good idea of exactly where the light is and by the same token exactly where, 

for example, a predator is. And I think with this eye we might even get a little image. See if we can get an 

image of Bryson's hand. That smudge there is Bryson's hand and you can just about see a very dim image of 

his fingers. 

So an animal with an eye like this would be able to see perhaps just little bit what kind of predator it was. 

Let's go to the logical conclusion which will be a pinhole. Remember, it's all gradual, gradual change in 

evolution. 

Now, let's see if we can see your hand again, Bryson. Now I can see a rather precise picture of Bryson's hand. 

It's not a very bright one but I can see every finger clearly delimited. So I could see, if I were this animal, I 

could see my predator in some detail. 

There is an animal that has a pinhole camera for an eye. It's a mollusk called Nautilus. It's a relative of the 

octopus but it lives in a shell and there is its eye. It just has a simple hole and sea water can flow in and out 

of that hole. Here is the shell of Nautilus. 



This bit of rock here shows ammonites which are, an now extinct, relative of Nautilus. They were once 

immensely common, as this rock suggests. 

I like to think of all those hundred million-years-old dramas that must have been witnessed through the 

pinhole camera eyes of ammonites. We can't be sure they had pinhole camera eyes but it seems quite likely. 

Now, pinhole camera is not a very good way of seeing. It does produce a sharp image but because it's so 

narrow you hardly get any light in. The answer to this problem is that ingenious device: the lens. 

Nautilus has a pretty poor eye compared to its relatives, the squids and octopuses, because they do have a 

lens. And so we can't help wondering why doesn't Nautilus have a lens? Why didn't it evolve a lens? 

Well, I suspect that Nautilus may have got itself stuck on a little peak, some way up Mount Improbable. You 

see, that although we have got one big peak there, there are various other peaks on the way. There are quite 

a lot of them. And since the rule in evolution is just to keep going uphill, when the ancestors of Nautilus 

came up the track here, up the path here and got to this point, that way uphill looked just as inviting, so to 

speak, evolutionary, as that way. Both of them were uphill. Evolution has no foresight, evolution has no way 

of knowing that if you travel up that way you are going to end up with a lens. For the moment this appears 

to be a perfectly good way to travel because the pinhole camera at this level of illumination is an effective 

eye. 

So I wonder whether perhaps Nautilus has got itself trapped on top of this little hillock and is now unable to 

escape. Because escaping would mean going downhill into the valley and the one thing you cannot do on 

Mount Improbable is ever go downhill. 

But let's imagine what the ancestors of the squid and octopus did when they got to this junction point here. 

They just happen to go on up this way. And they started evolving a lens and [missing word] at a different 

time in history. 

How might the lens have evolved? Let's imagine that it started with just a single, transparent sheet of some 

transparent material. And all this was doing, it's not a lens yet, all that it's doing is protecting the eye. In 



Nautilus sea water flows right inside the eye. This animal now has some protection. And the eye is really just 

the same as though there wasn't any transparent material there. 

Now we are going to use an optician set of lenses here. It would be nice to be able to have just one bit of 

transparent material which we would then squeeze and make thicker, but we can't do that. So we are going 

to replicate that effect by a whole series of little lenses. 

So this is the next stage in evolution. This animal here… let's get an image of that. That's a rather better and, 

above all, brighter image of the hand. 

Let's have the next lens in. 

Right, now. If an animal had an eye like that it would have a really very, very clear view of its world. It could 

tell exactly what its predator was. Would anybody like to come out and have their face looked at? 

Right, yes. 

What is your name? 

Say again? 

Deleena [?]. 

Deleena [?]. Do you remember where Bryson put his hand? Can you put your face just down there? We need 

the lights down for this, I think, for this, don't we? 

There we are. Very nice. This animal can even see what's its predator's face looks like. Upside down. But we 

all see upside down. Thank you very much, Deleena [?]. 

So we have a gradual pathway all the way up Mount Improbable, from no eye to an eye. 

But has there been enough time for the evolution of the eye? Recently a Swedish scientist called Dan Nilsson 

has tried to answer that question. He did pretty much the same as we have just been doing here, but he did 

it with a computer. So, instead of going up big steps as we had to do with our wooden model, he was able to 

do it in very small steps on his computer, in fact, very small steps indeed. Deliberately he assumed that each 

step, which means each mutation, caused only a 1% change in the size of something, like, say, the steepness 



of a cup. He also devised a way of measuring the efficiency of an eye. He did this by telling the computer to 

measure various things about the eye that it just had [missing word] itself. And then the computer worked 

out, using the rules of physics, how good an image that eye would be capable of producing. And the question 

was, with those rules built into it, would there be a small gradient of improvement, starting out with a flat 

retina and ending with the proper eye, like ours. And you have guessed it, the answer is yes. This was 

Nilsson's staring point, with just a flat retina under a flat, transparent layer. 

And now let's just run the simulation of… these are successive stages that Nilsson got and they are pretty 

similar to the successive stages that Bryson got with his model. 

So, so far we haven't learnt anything that we didn't already know. There is a smooth progression up Mount 

Improbable for the eye. But Nilsson went on to estimate how many generations it would take to accomplish 

this evolution. 

In order to do this he had to make some more detailed assumptions. I won't bother you with exactly what 

they were. All you need to know is that they were quantities which geneticists out in the field can measure 

and have measured. 

And Nilsson put into his computer model values of these quantities that were conservative. Conservative 

means that he was erring on the side of deliberately biasing his calculation to make it slow. To give it an 

estimate on the slow side of evolution. Make evolution come out slower than it might otherwise have done. 

But in spite of this, in spite of his being conservative and in spite of assuming that each mutation could only 

cause a 1% change, which is another conservative assumption, Nilsson found that the evolution of the eye, 

which we have just seen, would take a surprisingly short time. It would take about 250,000 thousand 

generations. 

Well, that might sound like quite a lot of generations but we have a rather warped perspective. Because, 

after all, each one of us is only good for one generation. But our human perspective is not the one that 

matters. One that matters is the geological time scale. And on the geological time scale 250,000 generations 

is next to nothing. Probably only about a quarter of a million years since the animals we were talking about 



would probably have a generation time of about a year. And a quarter of a million years is really too short 

for geologists to even measure. It's like trying to count seconds using the hour hand of your watch. 

So there really was no need for Darwin to shudder. Half an eye is better than no eye. Half an eye is better 

than 49% of an eye, 1% of an eye is better than no eye at all. 

And far from there not being enough time for the evolution of the eye, the evolution of the eye is so quick 

and easy that it must have happened many, many times over. Eyes can evolve at a drop of a hat. And in fact, 

if we look around the animal kingdom, there are lots of different kinds of eyes dotted around. Each of them 

is different, many of them work on completely different principles and they have evolved quite 

independently of each other, many times over. 

This is the shell of a scallop, a kind of shellfish. These things are not pearls, they are eyes. And they are very 

different kind of eye from anything we have seen and anything that we normally think about. Those eyes are 

reflector eyes. They have mirrors instead of lenses. Each one of these is a little curved mirror which works 

like the Jodrell Bank telescope. It forms an image in a way that a reflecting telescope does, not in the way 

our eyes do. 

This is a compound eye of an insect. Each one of these little facets is one little eye and the whole assembly 

together is interpreted by the brain to make one big image. 

Next eye. Next one. 

These headlights belong to a spider. Once again, this is entirely independent evolution of the eye. It has 

nothing to do with the other eyes we have seen. 

And next. And finally, an eye of a squid. This is the skin of a squid, there is its eye. The squid has a very 

excellent eye. They are like ours, with the proper lens, proper camera principle. But you can tell by looking 

at the details of it, especially how it develops, that it evolved entirely independently of ours. The same 

principle was hit upon entirely independently of ours. 



Once again, remember, that each step is a small piece of random luck. As such, each step is not particularly 

impressive, in fact, it better not be impressive, because if it was, it would be a miracle and we no longer have 

a true explanation. The whole point of evolution is that it gets us up Mount Improbable without miracles. 

Now I want to welcome two magnificent pinnacles of evolution on different peaks of Mount Improbable. 

This is an imperial eagle and this is an eagle owl. 

Look at the eagle first. It's a superb machine for catching prey. Its eyes are more acute than anything that we 

can offer. We have no idea of acuity of vision like the eagle has. Its claws are capable of gripping in such a 

way that it's almost impossible, once they've gripped you, to get them off. They have a ratchet mechanism 

inside so that the bone just catches and the eagle can hardly be prised off your hand. 

Look at the beak. Superb instrument for tearing up its prey. 

The owl is sitting upon a different pinnacle of Mount Improbable. It has good eyes but they are used in a 

very dim light and it relies more upon its ears. It has asymmetrical ears which enable it to localize its prey 

with pinpoint accuracy in total and complete darkness. 

Its wings are very different from the eagle's wings and they are shaped so that they make it fly very quietly at 

night. It is a stern fighter. 

Both these birds, in addition to having beautiful eyes and ears, have superb wings which brings us to our 

next topic. 

Could we see some wings, do you think? Is it possible to … look at those wings. 

Does the owl, did it itself [?]? Lovely. Beautiful. Thank you very, very much indeed. 

Let's see some film of wings in action. This is a hawk. And watch the way it controls the shape of the wing in 

gliding. Now watch it flapping. 

Not entirely surprisingly, creationists are also very fond of wings and they, once again, make a similar point 

about, "What's the good of half a wing? What's the good of three quarters of a wing? How could something 



like those wings have evolved from the silly little wing stubs that must have been there at the beginning of 

the evolution of wings?" 

Well, let's tackle this with another little Bryson special. 

These are not exactly flying creatures. They live up trees and they have wings to show that they are creatures, 

they have also little eyes to show that they are creatures. They live up trees and if they were to fall from the 

trees they would have been at risk of breaking their necks. Thank you. 

Both of them in this case, from this low height, one with a little skirt and without a little skirt, survived the 

breakage. At this depth you do not need a little wing. This is a wing stub called [missing word] or wing stub. 

It's not become a wing but we are looking at the ancestral stub that might eventually evolved into a wing. 

When the height is sufficiently low then nobody is going to break their neck. But if we raise the thing a bit, 

very carefully… 

Some times these animals are going to find themselves leaping from higher branches. And from higher 

branches it may be that these little, these pathetic little wing stubs like these, might make a difference. 

Let's see what happens now. 

Right. Now, in this case, from that higher level… 

From that higher level even a little wing stub like this can make a difference. And once you got the evolution 

of wing stub this long then natural selection may favor the wings that start getting a bit longer still, because 

there are going to be an even higher heights that you could fall from, where the difference between a wing 

stub that high and between a wing stub that high might make a difference. And the point is that we have a 

smooth gradient all the way, up higher and higher, heights that you could fall from to drive the lineage, to 

drive the species towards ever longer wings. 

Controlled gliding has, in fact, evolved many times over. There are many creatures that have the equivalent 

of half a wing. 



This is a snake, a tree snake crawling along a tree. So far it looks like an ordinary snake. Now it launches 

itself off, slow motion picture. Body flattens out sideways and catches the air. It's steering itself down and 

it's going to land on another tree without hurting itself. 

This you can think of as the first step towards evolving wings. Snakes never have evolved wings but that's 

one possible pathway towards evolving wings. 

Here is a squirrel, a tree squirrel, so-called flying squirrel. It has flaps of skin between its arms and its legs, 

and it glides with them. 

This is a very beautifully controlled glide. Downhill all the way. It doesn't flap, it doesn't climb, but it lands 

gracefully on a neighboring tree and is completely unhurt when it does so. 

This is an animal again with something like 50% of a wing. And a third example is a lizard. In this case it has 

skin stretched between its ribs. 

All these are different ways in which wings might have evolved. In no case did they properly evolve but they 

show what the beginnings of wings might have looked like. 

So not only can you do well if you have half a wing, one quarter of a wing, but lots of animals actually do. 

This is a flying lemur. Looks like the flying squirrel we just saw but it is totally unrelated, it comes from 

South-East Asia. It has nothing to do with it. 

I think you can easily imagine how that could eventually give rise to something like that - a flying fox, which 

is a bat. That has proper wings that's as good as a hawk, that can fly and flap properly. 

So we have dealt with two problems of "what is the use" kind: the eye and the wing. Our third difficult 

problem, camouflage, has been thought difficult for a slightly different reason. 

Think back to our stick insects. Think about the fantastic detail with which they mimic sticks. A stick insect 

you could think of as being right at the top of Mount Improbable. 

So let's put it up, here is the lucky one. Thank you. 

But that has somehow to have evolved from something at the bottom. 



And I'm going to put at the bottom something that doesn't look remotely like a stick: this round bug. And 

somehow we have to imagine that there was a gradual progression, all the way up the slope, all the way 

round the path here, from something like that to something like that. 

Now, here is the problem. It's birds selecting insects that are propelling these animals up Mount 

Improbable. They are propelling evolution. And in order for the birds to have propelled the last 1%, from 

99% like a stick to 100% like a stick, the birds must have had astonishingly good vision. They must have 

been very clever in order to be fooled, in order to need rather the precise details of mimicry in order to fool 

them. But here is the problem. Those very same birds or relatives of them, had to have been fooled down the 

bottom of Mount Improbable, by insects that hardly looked like sticks at all. Because it is the same birds 

propelling the insects from 1% like a stick to 2% like a stick, that have to propel the insects all the way up the 

path, 20 to 21%, 99 to 100%. 

And, say opponents of the Darwinian theory, you can't have it both ways: either the birds are clever enough 

to do that job of natural selection or they are stupid enough to do that job of natural selection, but they can't 

be both. 

Well, you might like to think to yourselves about the possible solutions to that riddle. One thing you might 

think of is that it's not the same birds, that perhaps the birds have been evolving during the same time as 

the insects have been evolving. But I don't like that theory for reasons I haven't time to go in to. I rather 

prefer to think that it's the same birds, they were just as clever at all stages of evolution, had just as good 

eyesight, but the scene conditions were not always as good. 

Here we have a woodland floor which has 16 insects on it. And the way you are sitting you can probably see 

some of them. And that's really the point. The scene conditions from a distance are such that you can only 

see some of them. Similarly, if I look out of the corner of my eye I can now see one or two of them, but not 

all of them. 

I'm going to narrow it down, narrow down the discussion to just distance and I would like to call for a 

volunteer to help me with this. Right. Thank you. 

What's your name? 



Annie. 

Come here, Annie, please. Where is the pointer? Thank you. Stand here. Now, tell me, how many insects can 

you see? Just point to one. Would you like to take the pointer to point to it? Which ones can you see? Can 

you see any? 

There. What do you think that is? 

That is a yellow butterfly. Right. Probably most of you can see that yellow butterfly. From that distance, I 

guess, you can probably see blue beetle, blue beetle, green beetle, perhaps that red one there. 

So, if you were a bird, from that distance you could see quite a lot. But now come a bit closer, Annie. Can 

you see any more than you could see before? 

What can you see? 

Point. A black beetle and a green one there. Yes. And there. There is a cockroach. I can see a cockroach there. 

Now a bird from this distance could spot the cockroach whereas the bird at that distance could spot the 

yellow butterfly. Now let's come in really close. 

Now, can you see anything more? 

So a bird this distance might have a chance of seeing… 

What about that? What do you think that is? 

Come away from it. Stand aside. There, look at that. That's a leaf butterfly. And what about that? Look, 

Annie, look at this. What's that? 

There. It's a leaf insect. There is its head, there is its body. There is a stick insect. There. Good. Thank you 

very much, Annie. 

So I think we have easily disposed of all three of our alleged difficulties: the eye, the wing and camouflage. 

I'm going to end with the particular favorite of creationists, the notorious bombardier beetle. 

This is a recent headline that's appeared in the Daily Telegraph: "Beetle that may explode the ideas of 

Darwin." 



The Telegraph thing goes on to say: "If evolution were right it would have exploded." The paper asks 

whether it offers proof of a Creator. 

The story about bombardier beetle is given in one creationists' tract that I'm going to read. 

"The bombardier beetle squirts a lethal mixture of hydroquinone and hydrogen peroxide into the face of its 

enemy. These two chemicals, when mixed together, literally explode in the face of an enemy. The chain of 

events that could have led to the evolution of such a complex, coordinated and subtle process is beyond 

biological explanation on a simple step by step process. The slightest alteration in a chemical balance would 

result immediately in a race of exploded beetles." 

Well, this does sound like a bit of a challenge, a difficult case. I mustn't evade my responsibilities to take on 

difficult cases. 

Here we have some hydrogen peroxide and here is some hydroquinone, and this is what's going to explode 

violently when we have just…. right. 

Now, anybody who wants to, can leave the room. 

Right. We will start with hydrogen peroxide. So far so good. Now… 

I better put it down. 

What's happened? It's not even warm. 

A bit of a damp squib. 

There is some truth in the story. By the way, I knew, of course, that nothing would happen. And you were 

never in any danger. There is some truth in the story. In fact, the hydroquinone does nothing at all. We can 

put that on one side. The true story is that hydrogen peroxide on its own does decompose to form oxygen 

and water, but it needs a catalyst under the normal conditions to do that. 

This black powder here is a catalyst. It's not the catalyst the bombardier beetle uses. The bombardier beetle 

does use a catalyst and it does, in fact, squirt this hot substance into the face of its enemy. 



But if you put a catalyst into a weak solution of hydrogen peroxide then you are going to get a little bit of 

bubbling and it is a little bit warm. That might have some effect on the predator. That might slightly deter a 

predator and it would be not particularly dangerous to the beetle. 

Have we got a smooth gradient? A bit more concentration of hydrogen peroxide and that's distinctly warm. 

That would work more effectively against a predator. 

And by moving gradually up the slope, gradually increasing the concentration of hydrogen peroxide, we can 

end up with… 

So there is a smooth slope all the way up to the effective deterrent against a predator. 

The myth that the bombardier beetle or any other feature of the natural world, that has yet been described, 

cannot be explained by slow, gradual evolution, is a myth that deserves to go up in smoke. 

Making a complicated organ in one fell swoop is equivalent to a miracle. It's equivalent to opening a bank 

safe combination lock in a single, lucky spin of the dial. It cannot be done. 

In one way or another this lecture has been variations on the 747 theme. You can't make complex, efficient, 

working objects like eyes or wings in a single step. 

Any theory that says that life or a part of life, an organ, an animal, complexity or perfection came into being 

in a single step starting from nothing, has got to be wrong. 

Evolution is the one idea that has nothing to fear from the 747 argument. Because evolution is the one idea 

that does not suggest that complex perfection came into being in a single step. 

It is the theory of miraculous creation that is really blown out of the water by the 747 argument. Because it 

is miraculous creation that is equivalent to cracking the safe in a single step. Equivalent to blowing together 

a 747 in a junkyard. 

Evolution escapes the taint of miracle. Escapes the taint of impossibly long odds by the simple, yet hugely 

effective trick of smearing out the luck, smearing it out over the vastness of geological time. 



In the next lecture, The Ultraviolet Garden, we shall be looking at the question of who benefits from 

evolution. Who is it good for? 

Thank you very much. 

Episode 4: The Ultraviolet Garden 

Earlier this year, I was driving through the countryside with a little girl of 6 and she pointed out some 

flowers by the wayside. I asked her what she thought flowers were for. She gave a very thoughtful answer. 

Two things, she said. To make the world pretty and to help the bees make honey for us. Well I thought that 

was a very nice answer and I was very sorry that I had to tell her that it wasn't true. 

Her answer is not too different from the answer that most people throughout history would have given. The 

very first chapter of the Bible sets it out: "Man has dominion over all living things. The animals and plants 

are there for our benefit". This attitude was unquestioned throughout the Middle Ages and it really persists 

to this day. 

One pious man in the Middle Ages thought that weeds were there to benefit us, because it is so good for our 

spirit to have to go and pull them up. And another reverend gentleman thought that the louse was 

indispensable, because it provided a powerful incentive to cleanliness. There's also been the suggestion that 

animals positively want to do their bit for the good of mankind and even want to be eaten by us. 

Well this idea reminds me of a brilliant passage from one of my favorite works of fiction, 'The Hitchhikers 

Guide to the Galaxy' by Douglas Adams. In fact, I'm so fond of this passage that I was wanting somebody to 

read it out. Would anybody like to volunteer to … to … ? I see .. .right, you, please. 

Your name is? 

er, Douglas. 

Douglas what? 

ah, Adams. 

Douglas Adams! What an amazing coincidence. 



(warm applause) 

"A large dairy animal approached Zaphod Beeblebrox's table, a meaty, bovine quadruped with watery eyes, 

small horns and an ingratiating smile on its lips. 

'Good evening', it lowed and sat back heavily on its haunches. 'I am the main dish of the day. May I interest 

you in parts of my body?' 

Its gaze was met by looks of startled bewilderment by Arthur and naked hunger from Zaphod Beeblebrox. 

'Something off the shoulder, perhaps?', suggested the animal. 'braised, in a white wine sauce?' 

'Er.. your shoulder?', said Arthur in a horrified whisper. 

'But naturally my shoulder, sir', mooed the animal contentedly. 'Nobody else's is mine to offer.' 

Zaphod leapt to his feet and started prodding and feeling the animal's shoulder appreciatively. 

'Or the rump is very good', murmured the animal. 'I've being exercising it and eating plenty of grain, so 

there's a lot of good meat there.' 

'You mean, this animal actually wants us to eat it?', exclaimed Arthur. 'That's absolutely horrible. It's the 

most revolting thing I've ever heard.' 

'What's the problem, earth man?', said Zaphod. 

'I just don't want to eat an animal that's standing here, inviting me to', said Arthur. 'It's heartless.' 

'Better than eating an animal that doesn't want to be eaten', said Zaphod. 

'But that's not the point!', protested Arthur. Then he thought about it for a moment. 'Alright', he said, 

'maybe it is the point. I don't care. I don't want to think about it now. I'll just have a green salad.' 

(laughter) 

'May I urge you to consider my liver?', asked the animal. 'It must be very rich and tender by now. I've been 

force-feeding myself for months.' 

'A green salad', said Arthur firmly. 



The animal looked at him disapprovingly. 

'Are you going to tell me', snapped Arthur, 'that I shouldn't have a green salad?' 

'Well', said the animal, 'I know many vegetables that are very clear on that point. Which is why it was 

eventually decided to cut through the whole tangled problem and breed an animal that actually wanted to 

be eaten and was capable of saying so clearly and unambiguously. And here I am.' 

'Glass of water, please', said Arthur. 

'Look, are we hungry or not?', snapped Zaphod. 'We'll just have four steaks, please, very, very rare, and 

quickly.' 

The animal staggered to its feet. 

'A very wise choice, sir, if I may say so. Very good', it said with a mellow gurgle. 'I'll just nip off and shoot 

myself.' 

He turned and gave a friendly wink to Arthur. 'Don't worry, sir', he said. 'I'll be very humane.'" 

(lengthy, warm applause) 

[RD] Thank you very much. 

Well however outlandish that may sound, the sort of idea still dominates our culture, that animals are there 

for our benefit. 

We need to find an entirely new view of the world. We need to try to see things through the eyes of other 

creatures, instead of all the time through our own self-interested eyes. 

Flowers, the bees might say, are there to provide us with pollen and nectar. But even the bees haven't quite 

got it right. They're a lot more right than we would be, if we think that flowers are there for our benefit. 

The fact is that flowers, or at least the bright and showy ones, are there because, in a sense, bees have 

cultivated them, domesticated them. When I say bees, I include butterflies and other sorts of pollinators. 

This is why I used the word "garden" in the title of this lecture. But why the ultraviolet garden? 

Well that's the parable, like the parable of the Good Samaritan, or the sower. 



Ultraviolet light is a kind of light that we can't see. It's just like ordinary light except that it's a different 

wavelength and we can't see it. Bees can see it, they see it as a distinct colour and bees cannot see red. 

So flowers are bound to look very different through the eyes of bees. And in just the same way, the question 

'what are flowers good for?', is a question that we have to look at through the eyes of bees. 

Well as I say, we … we can't see ultraviolet and it's no use trying to capture what it would be that a bee 

would see if it looked at flowers. All we can do is to play with a few tricks to get some flavour of what it 

might be like. 

Now here is a row of tubes containing a white … white substances, all different white substances. They all 

look alike, they all look white. But if we now expose them to ultraviolet light for a while, they glow different 

colours. 

Now, this is a bit of a cheat. We're not actually seeing ultraviolet and none of those colours is actually 

ultraviolet; those are all visible colours that we can see. What we are doing though is using this as … again as 

a kind of metaphor to show how what we see is changed in ultraviolet light. That isn't what bees would see 

but it gives us an idea of how different things might look through the eyes of bees. 

Actually, flowers probably look even more different because when bees see shape they see shape in a very 

different way from us. When a bee sees a complicated shape like this set of leaves here, or any of these 

flowers, it probably doesn't see it as a shape like that. It probably sees this as something that we should call 

"flicker". 

You see little light bulbs flickering in the flowers now and, once again, that almost certainly isn't quite what 

the bees see. But it's … it's likely to be a bit more like what the bees see than what we see when we see 

complicated shapes like that. 

And now we have a film here which again is trying to give an impression of what the ultraviolet garden 

might look like. We're seeing whole set of flowers both as we see them, and then as the bee might see them, 

in ultraviolet. 



So there's a flower as we might see it, white and yellow, there it is as a bee might see it with the centre 

picked out in ultraviolet. Once again, we see a yellow flower and to the bee it would appear to glow with a 

strange, unearthly ultraviolet light. 

Again a bit of a cheat, because we don't actually know what ultraviolet would look like. But it's just to try to 

give you some idea of how different it would be for a bee. 

And in any case, we're only using this strangeness as a parable for changing our point of view about who or 

what it is that flowers and all other living creatures are for the good of. 

So let's now ask what bees are good for from the point of view of flowers? 

Well, flowers are sex organs, designed by natural selection to make male and female cells and bring them 

together. There are good genetic reasons that apply in most flowers, though not all, for making sure that 

they don't mate with themselves. It would be all too easy for a flower to mate with itself: it's got pollen and a 

stigma in the same physical flower, and they use bees, butterflies, hummingbirds and other pollinators to 

transport the pollen from one flower to another. 

The usual way to do this is to bribe them with nectar. Here you see a hummingbird feeding from a flower 

with nectar. The bright colours are like Piccadilly Circus, it's an advertisement telling the hummingbirds or 

bees to come and feed from here. 

Now nectar is made specially for the purpose and it's costly. And there are some flowers that get away 

without producing nectar, like this orchid, this is a hammerhead orchid. It mimics a … a wasp, and a wasp 

comes and think that it's a female wasp and tries to mate with it. There's a very spectacular hinge there that 

you'll see the use of - there are the pollen sacs, they're the pollinia, and there's the … the hinge, and there's 

the fake female. Now look what's happened, a male bee's come and been dashed onto the pollen there. It's 

going back and forth on that hinge, banging away. (laughter) And sooner or later the pollen sacs will come 

off onto his back. 

There he is now, with his back there, and there are the pollen sacs on his back. And he flies off and then he 

will mate with another flower and just the same thing will happen. 



This is the bucket orchid. An even more ingenious trick it uses: it's dropping fluid into the bucket there. This 

is an attractive fluid. There's is a special kind of green bee which is attracted to that fluid. It comes to the 

flower and it falls into the bucket. There. It's trapped there. The only way it can get out is through a special 

hole that's provided for it by the orchid. There's the hole, it's the only way out, and the bee has found it. It's 

forced out through that hole and on its way out there is the pollen sac waiting. So the only way is through 

this little passage. There are the pollen sacs and it's going to get straight off on to the bee's back on the way 

out. 

Now that same bee, when it finally escapes with the pollen sacs on its back, is going to fly off and it will 

eventually come to another bucket orchid and exactly the same procedure will be repeated. It'll nearly 

drown, it'll find the hole, and on its way out the pollen sacs will in this case be scraped off, and they will 

fertilise the next orchid. So this is deceiving bees and … but again, using their wings to carry pollen about. 

The pollination services offered by bees are truly massive. Somebody in Germany calculated that in 

Germany alone, honeybees pollinated about 10 trillion flowers in the course of a single summer day. It's also 

been calculated that about 30% of all human foods depend upon bee pollination. If bees were wiped out, 

30% of our food plants would be wiped out as well. 

The world of bees is totally dominated by flowers. I don't just mean honeybees. There are lots and lots of 

species of bees, many of them are solitary, not living in hives. The larvae of bees are almost all fed on pollen. 

We've got lots of flowers. Would anybody like to come and investigate the pollen here? 

Yes. 

Now, if you'd like to just come and sniff one … try sniffing that … that one. Now get your nose well into it. 

That's right (laughter), get well in there, that's right. Now let's … 

What's your name? 

Richard. 



Richard. Let's have a look at Richard's nose. You can see the pollen all over it there. Now, if he would go and 

do that to another flower, we see another one … no, let's not bother about that, thank you very much 

Richard (laughter). 

(applause) 

So that's what bees are doing, millions of times over, every day. They feed their larvae on it, their aviation 

fuel is nectar, and that's entirely provided for them by flowers. They work hard for their nectar reward. To 

make a 1 pound jar of honey, it's been worked out that bees would have to visit about 10 million clover 

blossoms. 

So, flowers use bees and bees use flowers. Both sides in the partnership have been shaped by the other. Both 

sides, in a way, have been domesticated, cultivated, by the other. The ultraviolet garden is a two-way garden. 

But just because flowers and bees have evolved towards partnership, we mustn't assume that creatures in 

general work in a friendly way for one another's good. There are people who think that antelopes are there 

for the benefit of lions, ah, and indeed, that the lions are there for the benefit of antelopes, to keep their 

population down. And that's just as much nonsense as the idea that oxen come willingly to the slaughter for 

the benefit of us. 

In some ways it might have been better if I'd talked about bats instead of about bees and flowers. Because 

bats have no interest in the welfare of the insects that they eat, they just want to eat them. And the flies have 

no interest in the welfare of bats; they'd be happy if there weren't any more bats. So although partnerships 

like bees and flowers are quite common, un-partnerships like bats and flies are far more common. 

And as a matter of fact, bats provide us another fine lesson, similar to the ultraviolet garden, because, of 

course, they have an even more different perspective on the world than bees do. If this bat were flying about, 

it would be making little cries which we couldn't hear. There we are. Now we can't hear those but this is a 

bat detector. It's an instrument that brings the bat cries down into our world. So those are echolocation 

cries. That bat is now getting a picture of the world, a picture of Bryson's face (soft laughter) … it's aiming at 

Brysons's neck (laughter), towards his … towards his ear, to provide an extra earring (laughter). 



Right. Thank you very much, Bryson, and the bat! 

(applause) 

So if the world looks different to a bee, because of its ultraviolet vision, how much more different must the 

world look to a bat since it "sees" through its ears? 

Now, when we say something like, "flowers use bees for their purposes" or "bats use flies for their purposes", 

what are we really saying? What are flowers and bees, hummingbirds and bats really for? 

Well, this is a profound question and it's one that I want to turn to now. And I want to begin with a 

computer demonstration, so I have first of all to insert this disc into here. 

(computer sounds) 

[electronic voice] Virus alert. Virus alert. This disc is infected. (computer sounds) Virus alert. Virus alert. 

This disc is infected (computer sounds) 

How do I get it out? 

Right. Well, that, as you may have guessed, was in fact a fake, um, but it might … it might not have been. 

Computer viruses are a real menace. But what is a computer virus? Well, it's just a program like any other. 

It's written by somebody. It's a very simple program unlike, say, a word processor that does something 

clever and sophisticated, a virus program just does one thing. It just says one thing, it says, "copy me and 

spread me around." 

Now, because computer users are always spreading … spreading their discs around, a program that says, 

"copy me": begin - copy me - end - when it passes through one computer and makes lots of copies, the disc 

gets spread to other people and then it gets spread to other people. And so sooner or later the whole country 

becomes filled with discs with programs that all say "copy me". It just works automatically and without 

realising what it's doing. A pointless sort of program. Of course it's pointless. But it's irrelevant that it's 

pointless. 



It spreads because it spreads because it spreads because it spreads. Why shouldn't it spread? Since 

computers do exactly what they're told and the virus tells it to spread itself around. The fact that it does 

nothing useful on the way may even do harm, is neither here nor there. 

Real viruses that cause diseases like 'flu, are very much the same kind of thing. They're not written in a 

computer language, they're written in DNA language, but apart from that, they're really very similar. They 

also say "copy me", they're also bare the minimum sort of program to get themselves copied. There's one 

further difference which is that computer viruses are written by people, whereas DNA viruses arise by 

natural selection. Those strings of DNA that just happen to mean the instruction "copy me", those strings of 

DNA are the ones that will happen, that will tend to spread around. 

Once again, they appear pointless to us but once again, what seems pointless to us is not the point. They're 

there because they're there because they're there because they're there. 

Now, viruses, whether they're made of DNA or computer instructions, have things made very cushy for 

them. There is ready-made copying machinery already in the world. In the case of DNA viruses that ready-

made copying machinery is our cells. In the case of computer viruses, it's computers aided by people carting 

discs around, constituting a kind of paradise for a self-copying computer program. 

But where does all this lovely copying machinery come from? It doesn't just happen. It has to be made. In 

the case of computer viruses, it's made by humans, in the case of DNA viruses it's the cells of other creatures. 

And who makes those other creatures? Those humans and elephants and hippos whose cells make life so 

easy for viruses? 

Well, the answer is that other self-copying DNA makes it, makes those creatures. The DNA that belong to us, 

us humans, us hippos, us elephants. 

So what are big creatures like us and trees? What are big creatures for? For whose benefit are they? 

Well, from the viruses' point of view, they think we're put in the world for viruses' benefit. But that's not a 

very satisfactory answer because it doesn't explain why we should bother to be there in the first place. So 



once again we have to shift our perspective, shift our point of view. So let's go back to the computer viruses 

to look for an answer. 

Writing a computer virus program is child's play. Any fool can do it, which is why the silly little twerps who 

do have nothing to be proud of. 

But imagine something like a computer virus which in stead for having a ready-made computer, already set 

up to obey its instructions, had to start from scratch. Now, that's more of a challenge. It couldn't just say 

"copy me" because there's nothing there to do the copying. To be truly self-copying in a world without 

ready-made computing and duplicating machines handed to it on a plate, our computer program would 

have to be a lot more complicated. It will have to say "make the machinery needed to copy me". 

And before that it would have to say "make the parts with which to make the machinery that you need to 

copy me". And before that, it would have to say: "gather raw materials that you need to make the parts" etc, 

etc. 

Now this more elaborate program needs a name and I'm going to call it The Total Self-Copying Program. 

The Total Self-Copying Program has to have control over more than just an ordinary computer. It's got to 

have a hand, it's got to have something like an industrial robot to pick things up and manipulate them, 

because it's got to assemble something like itself. 

Here's an industrial robot picking things up and dropping them into a box. It's very similar to the kind of 

industrial robot that's used in factories for making cars. And if you can have a factory to make cars like this, 

you could have a factory to make robots exactly like itself. 

But that's not enough, because this robot can only pick up the things that are within reach. In order to run 

our Total Self-Ccopying Program it's got to be able to move around the world to pick up its raw materials. 

It's got to have something like legs. In fact, it would have to have something like this: 

This is Robug II from the Portsmouth Polytechnic. It has four legs, it looks a bit like an insect, it can climb 

up a vertical wall, as you see, 'cause it's got sucker legs and it's fairly clever about what it does if it finds an 

obstacle. I'm gonna try and tease it in a minute. 



I'm gonna try to put my hand under its back leg and see what it does. Now watch it. It's trying to find 

another place to put its leg … there … okay. Okay, its trying to kick me out of the way. Right. There we are. 

Robots like this, in fact direct descendants of this robot are actually very useful. Because there are some 

places where humans dare not go, like radioactive places, nuclear power stations, and robots like this are 

actually in use to go into nuclear power stations, for they don't mind the radioactivity, and do repairs that 

humans would never dare to do. 

Now, this robot has four brains: there, there, there and there but each one of those brains is controlling just 

the one leg. So it's doing fairly low-level operation, like working out what to do if I put my hand under the … 

the foot. That controls the tactics of the individual legs but the strategy of the whole robot is at present being 

controlled by a human outside, through this cable. 

This is the real robot. The imaginary robot that we've been trying to talk about, would do something other 

than that. And I'll go on talking about it when it's stopped 'cause it's now just reached the top and I hate to 

think what would happen if it went on any higher. So, thank you very much, Robug II and the Portsmouth 

Polytechnic. 

(warm, sustained applause) 

Well, Robug is a real robot and it has been controlled by a human with the computer outside. But we were 

using it to stand in for our imaginary robot. And our imaginary robot would have its own on-board 

computer, running a master program, and that master program would be the self-copying program, it would 

say: "make a duplicate copy not only of the program but also of the apparatus necessary to duplicate the 

program". And it will do that by walking around the world and it would have on its back the equivalent of 

the industrial robot with the hand and the eye that we saw in the film. 

So it will march around the world, picking up the bits that it needs in order to make a copy of itself. The 

master program would say: "make a copy of the robot itself and feed the same Total Self-Copying Program 

into the on-board computer". 



A self-duplicating robot like we've been imagining, has never yet been built. It was discussed, as an 

important theoretical possibility, by John von Neumann, who could be called the father of the modern 

computer, but it has never been built. 

But wait a minute, what am I talking about? What on Earth do I think this is? Or this? Or indeed me, or any 

of us? 

These creatures, walking around the world … see whether we can make this one walk … there we are. Now 

think of that stick insect as just the same as the robot we 've been imagining, not the one we've just been 

seeing but the one we've just been imagining. With its own on-board computer, carrying around the 

instruction, walk around the world, pick up raw materials, eat plant material, use that plant material to 

make new robots just like this one. And then those ones will go out into the world and they will wander 

around, picking up food and they will be making new stick insects just like this one. And in every case the 

object of the exercise is to pass on the program that does the instructing. 

The chameleon is the same, we are the same, an elephant is the same. This is fundamentally what a human 

or an elephant is. An elephant is a huge digression in a computer program written in DNA language. 

Our DNA builds its own self-copying machinery. This is what we are, we are machines, built by DNA, whose 

purpose is to make more copies of the same DNA. 

Well, that process is all very well once it starts but how did it start originally? To answer that we have to go 

back a very long way. A very long time, more than three thousand million years, perhaps as much as four 

thousand million years. In those days, the world was very different. There was no life, no biology, only 

physics and chemistry. 

Some people think that life began in what's been called the primeval soup. A weak broth of simple organic 

chemicals in the sea. Nobody knows how it happened but somehow, without violating the laws of physics 

and chemistry, a molecule arose that just happened to have the property of self-copying. And after that 

Darwinian evolution and life took off. 



Now that may seem a bit of a stroke of luck but it only had to happen once. What's more, it may have 

happened on only one planet out of a billion billion planets in the Universe. So the sort of lucky event we're 

talking about as happening on this Earth could be so rare that the chances of its happening in any one year 

somewhere in the Universe were only 1 in a billion billion billion. That was enough luck for it to have 

happened. Of course if it did happen only on one planet anywhere in the Universe, that planet has to be our 

planet because here we are, talking about it. 

But I think probably the origin of life was a much more probable event than that and therefore there 

probably is life on lots of planets around the Universe. 

It's even been suggested that the origin of life may have been a rare event but having started on one planet, 

it then spread to other planets in a process called "panspermia" by the Swedish chemist, Arrhenius. And this 

is a fanciful reconstruction of panspermia by Karl Sims, using the supercomputer, "the connection machine". 

He doesn't really believe in panspermia but it's a … it's a nice animation anyway. 

Here is a spore arriving from another planet on some distant world. The spore swells and bursts and its 

genetic material, its equivalent of DNA, is raining down on the planet. And now each one of these units is 

going to start sprouting a what we shall call plant for want of a better word. These plants, by the way, Karl 

Sims didn't invent, he evolved them in his computer by a process very similar, though more elaborate, to the 

biomorph program that some of you may have seen in an earlier lecture. 

So on this planet different kinds of plant are growing up. They're going through their growth cycle. And at 

the end of the growth cycle they are going to reproduce again and the whole cycle of growth and 

reproduction is going to be renewed. 

Here's a forest of plants, all waiting to reproduce, and here's the reproduction. They're going to be shot out 

into space, spores going off … there it goes … there they go. And the cycle is renewed and the genetic 

information is sent off into distant space to re-colonise other worlds. 

Well that was, of course, pure fantasy but it does make some serious points about life anywhere in the 

Universe. There will always be, I think, some kind of recurring life cycle which begins from information 



capsules of some sort, going through a phase or phases of growth and elaboration and then finally returning 

again to the original information capsule phase. 

Well on our planet, the original self-replicating machines must have been a lot simpler than bacteria but 

bacteria are the nearest idea we can get to what they might have been like. Here is a little view of bacteria 

reproducing. You can see how numerous they are, and each individual one of those bacteria is actually fairly 

complicated. 

Next picture, please. 

Um, there's the cell wall around it, it's got a chromosome of genetic material - it's not just a bag of juice, it's 

got some complicated structure to it. And that is the … on Earth today, the sort of minimal self-replicating 

machine as we now know them. 

At some stage in the early history of life, things like bacteria, we should probably call them bacteria, ganged 

up together, came together and formed what we now call the eucaryotic cell. Now that's just a long word, it 

means the kind of cell that we are made of. Our cells are eucaryotic cells. So are plant cells, so are the cells of 

fungi and protozoa. 

It's now know, almost for certain, that the eucaryotic cell was formed by the ganging up of bacteria, perhaps 

two thousand million years ago. 

This model of a eucaryotic cell shows various bits, like these mitochondria in orange, which are bacteria, or 

are at least linearly descended from ancient bacteria. And they go on reproducing all by themselves as 

though they were separate bacteria. 

Now, just as bacteria ganged up together to form a cell like that, so cells like that ganged up together to form 

larger units. And under this microscope here, we have Volvox, which is a fairly simple kind of organism 

composed of gangs of cells, eucaryotic cells, formed into a hollow sphere. Would anybody like to come down 

and operate this microscope? 

Um, yes, in the front row there. 

What's your name? 



Katy. 

Have you ever used a microscope before, Katy? 

No. 

No, okay. Well in there are some Volvox and they're great, big, green globular things. And this is how you 

move the stage about. Come here and then you can see … of you move that one there, it moves that way, if 

you move this one here, it moves that way. And I think … oh I seem to have have found one for you … try 

focusing there. There we are … away … the other way, I think … there we are, that's got it. Now are we seeing 

that right? Good. Well done, Katy, thank you very much indeed. 

(applause) 

What Katy has found is one Volvox. It's a globe of a few thousand, perhaps one thousand cells, and each one 

of those cells is a little, separate entity with little hairs that beat, called cilia, round the edge, and the whole 

globe moves as if it was one organism. 

Now, Volvox is not our ancestor. Volvox is a modern animal, but it's possible that something like that 

originally gave rise to our ancestors. We are, after all, colonies of cells. 

And this ganging up together of cells to form larger organisms has proceeded to truly colossal lengths. I said 

that an elephant was a huge digression on a "copy me" program, and I really did mean huge. Because 

whereas a Volvox has a few hundred or thousand cells, an elephant is made of about a thousand trillion cells. 

So if an elephant is a robot carrying its own blueprint about, it's an almost unimaginably colossal robot. Of 

course, it's not particularly colossal in absolute terms, I mean it's not big compared with a star, but it is 

colossal compared with the DNA molecules that built it. 

To understand this, imagine that we humans set ourselves the task of building a great Trojan horse to carry 

ourselves about in. Well since we built it, the horse would look like a robot. It would have steel plates riveted 

together and it would have television cameras for eyes. But how big would it be? Well, the answer is that if 

this horse was built by us to the same scale as we are built by our DNA, or a real horse is built by its DNA, 

then this horse would dwarf Mount Everest. So this is building on a truly colossal scale. 



A real living body, like a horse or like us, manages to be so big compared with the genes that built it, because 

it grows by very different process from the way a man-made machine would grow. 

A man-made machine is put together by people swarming all over it and riveting on plates of steel. But the 

special way of growing that living things have, is very different. It's called exponential growth or you could 

call it growing by local doubling. 

And here's how it works. You start with a single cell, and I'm going to represent that by a coin on this right-

hand side of the chessboard. That's one cell. Now that one cell divides and produces two, just like itself. And 

because those two just like itself, they also have the property of being able to divide and producing four cells. 

And each of those can divide and produce eight. And you can see what we're doing - we're going on doubling 

up and what we are going to try to do is estimate how many, how high the pile of coins would be, if we went 

on, doubling up. This animal is growing and growing and growing. 

We've managed to fill one row of the chessboard and now we will have to go on and the next one would be 

that high, and the next one would be that high, and so on. We're growing this … this animal doubling up, 

doubling up, doubling up. 

Now, how big would the pile of coins be if we got to the other end of the chessboard, to the 64th square? 

How tall would it be? I don't suppose you've worked it out in your head, ah, I worked it out beforehand, and 

it's fairly impressive. The pile of coins on that square of the chessboard would stretch out to the star Alpha 

Centauri. It would be about four light years away. Well, that's exponential growth. 

Could you bring in the blue whale, please Bryson? (laughter) Thank you very much. 

Well, this wants to be a blue whale when it grows up. And iIf it succeeded, it would be somewhere out there 

on the 57th square. Because it only takes about 57 cell generations in order to build a blue whale, which is 

made of about a hundred thousand trillion cells. 

Would anybody like to know how many cells they consist of? 

Um … ah … right, yes. 



We've got a computer program which just converts weight into cells by rough calculation. Come along, 

what's your name? 

Sam. 

Sam. Now would you like to stand on the scales please, Sam. Gosh those boots are gonna weigh a lot on 

their own, aren't they? Um, right - 53 kilograms. 

Right. Now that is … Sam has approximately 742 trillion … yes, 742 trillion cells but it would only take about 

46 cell generations to make Sam. Thank you very much. 

(applause) 

Well let's now try doing that with somebody a bit bigger. Douglas, would you like to come out and have a 

….? 

Right. Let's have a look now. 

[Douglas] Yes, quite a bit bigger … 

Right! 110 kilograms, how does that look? Right - 154 trillion, only 47 cell generations though. Thank you 

very much, Douglas. 

(applause) 

So only one more cell generation is needed to make Douglas compared with making Sam. And only another 

10 cell generations is needed to make a blue whale. 

(laughter) 

Well, 46 or 47, or whatever it is, is, by the way, a minimum figure. In fact, it would take a bit more than that, 

because different bits of people are going on dividing for different lengths of time. The liver cell is going on a 

bit longer, kidneys a bit shorter and so on. So it isn't quite as simple as that. But it does suggest to you how 

the body manages to control the shape that it is. Because all it has to do is to change the number of cell 

divisions - very, very fine adjustments - to the number of cell divisions that different bits of the body 

undergo in order to change the shape of that bit of body, relative to other bits of body. 



For instance in human evolution, compared with our ancestor, Homo habilis, the human … the modern 

human chin is a fairly pointed object. Homo habilis has a rather blunt chin. So in evolution of humans, the 

chin elongated. I'll just show you that. 

There's my ancestor, Homo habilis, and there's my chin for comparison. So, in human evolution we had an 

elongation of the chin compared with the rest of the head. We had other changes but compared to rest of the 

head the chin elongated. Now that was … we a very easy trick to do with the local doubling form of growth, 

because all you do is you slightly change the number of cell generations that went into building the jawbone 

there, and you have that effect. 

In a way, the remarkable thing is that cell lineages stop dividing just when they're supposed to. In such a 

way that all our bits are about the right size, relative to our other bits. Of course in some cases cell lineages 

don't stop growing, notoriously, when they should. And when that happens, we call it cancer. 

Well, building colossal bodies like us or like horses, colossal by the standard of their DNA, can be called 

gigatechnology. Gigatechnology means the art of building things that are at least a billion times bigger than 

you are. It's not a thing that human engineers have any experience of. But humans are already talking about 

the opposite of gigatechnology, which they call nanotechnology. Just as giga means a billion, nano means a 

billionth. Nanotechnology therefore means engineering things that are a billionth of your own size. 

Nanotechnology is taken seriously by some serious scientists, not just madmen. Um, and this is what they 

visualise may happen in a not-too-distant future. These are red blood corpuscles, this is purely imaginary, 

these are the red blood corpuscles, there's a virus, and here's a nanotechnology robot that's been sent in, in 

order to skewer that virus. 

If nanotechnology ever works then it will be … have very revolutionary effects upon our lives. Take surgery 

for example. Modern surgeons are highly skilled and they have what we think of as a very delicate 

instruments like these. But listen to Eric Drexler, the American scientist who's the leading apostle of 

nanotechnology. He says: "Modern scalpels and sutures are simply too coarse for repairing capillaries, cells 

and molecules. Consider delicate surgery from a cell's perspective. A huge blade sweeps down, chopping 

blindly, past and through the molecular machinery of a crowd of cells, slaughtering thousands." 



Now he turns to the suture, the needle which is used to sew up … a needle and thread which is used to sew 

up the wound: "later, a great obelisk plunges through the divided crowd, dragging a cable as wide as a 

freight train" (that's American for a goods train) … there "behind it, to rope the crowd together again. From 

a cell's perspective even the most delicate surgery, performed with exquisite knives and great skill, is still a 

butcher job. Only the ability of cells to abandon their dead, regroup and multiply makes healing possible. 

Yet, as many paralysed accident victims know too well, not all tissues heal." 

Nanotechnology holds out the prospect of building surgical instruments small enough to be on the same 

scale as the cells. And these instruments would be far too tiny to be controlled by a human surgeon's fingers. 

If that's the width of a goods train, then imagine how wide a surgeon's fingers would be on the scale of cells. 

A robot as small as that, capable of doing that, ah, would be a very wonderful thing to have but it's only one 

and there are millions and millions of, say, red blood corpuscles to repair. It would only work if the 

nanotechnology machines themselves were cloned up, or reproduced in exactly the same way as the red 

blood corpuscles are themselves. Like this immunoglobulin molecule, which is what a doctor might inject 

into you in the thousands to protect you from hepatitis. It only works because it's in your blood stream in 

thousands and thousands and thousands of copies. And that's what nanotechnology depends upon. This is 

not really nanotechnology because it's a biological object. But that's the kind of thing that nanotechnology 

would look like. 

Nanotechnology seems to us very strange, scarcely believable. The idea of machines down there, at the level 

of atoms, seems a very alien world. More strange than the life that's imagined on other planets by science-

fiction writers. Nanotechnology seems to have something new, something in the future. 

But actually, far from nanotechnology being new and alien, it's old. Vastly older than we, whose bodies 

belong in the world of big things. It's we big things that are new, alien, strange and futuristic. We are 

products of a flashy new gigatechnology. Fundamentally life is based in the world of nanotechnology. 

Now, you remember I said that cells are made of bacteria and we are made of cells ganging up? Well, there 

are also colonies of individual bodies, social insects, in which the entire colony can be thought of as one, big, 

"copy me" digression. 



This is a bivouac of army ants from South America. This is a great sheet of millions of ants. And the next one 

… 

Here are just two ants, not army ants, s a different species … that one is the sister of that one. They're both 

members of the same colony, they're both workers, both are needed by the colony and so both are there, 

even though they're of such colossally different sizes. 

And the next one. This is what it's all about: this worker here is feeding a young queen with wings. Those 

wings are for carrying the DNA of the colony on into the next generation. The entire colony is one machine, 

geared to passing its DNA on, into the future. 

And the next one. This is the queen of a termite colony. You see she's huge, she's a gigantic egg-laying 

machine, a walking egg-laying machine, except that she can't walk, she's too big to walk. There's a king 

termite to show the same scale. She is producing eggs to go on into the future. 

These are honey-pot ants. Their workers specialise to act as honey stores. These are the armour plates of the 

body and they've been stretched apart by this gigantic honey-pot here, filled with honey. All that this does is 

to hang in the roof in the nest like a light bulb, and when times are good it gets filled up with food, when 

times are poor, ah, the food is drawn out again. This is a part of the machinery of the entire colony. These 

colonies are very impressive in what they can achieve. 

This is the nest of a South American fungus ant. A great underground structure, huge underground cavity - 

there's a man to the same scale - this is the sort of thing that can be achieved when you have colonies of 

individual bodies ganging up together. 

And this is another example. These are weaver ants, stitching up together leaves to make their nest. There's 

one worker holding on to the junction there … it … different view. Now we're going to see another worker 

with a larva which is used as a tube of glue or silk, and it stitches across, like … see how it's moving across 

with the larva … there's another one there, moving across with the larva, stitching up the junction between 

these two leaves. They're making the nest for the entire colony. This you could think of as the "body" of the 

colony, which is there for the purpose of carrying on the genes that made them do it. 



We began by asking what flowers were for. We considered various answers and eventually concluded that 

flowers are for the same thing as everything else in the living kingdoms: for spreading "copy me" programs 

about, written in DNA language. 

Flowers are for spreading around instructions for making flowers. Bees are for spreading around 

instructions for making bees. Elephants for spreading instructions for making elephants. And birds for 

making more birds. 

A macaw's coloured feathers are for spreading copies of instructions for making more coloured feathers. 

And that works because the coloured feathers are an advertisement that attracts macaws of the opposite sex. 

So genes that make coloured feathers tend to get passed on to future generations because they are an 

effective advertisement to get mates who like those coloured feathers. And you could say the same about 

wings. Wings, too, are tools for spreading genetic instructions for making wings into future generations of 

birds. They work by saving the lives of birds that have good wings and so they're good at flying, good at 

catching food, good at avoiding being eaten. So genes that make good wings get passed on and that's why 

most birds have wings that work. 

So, thank you very much, the macaw. 

(warm applause) 

Plants don't have wings. Plants can't fly. But from the plant's point of view, it doesn't need wings since it can 

borrow the bees and butterflies and hummingbirds' wings. But now let's shift our perspective and look at it 

from the point of view of the plant DNA. 

From the point of view of the plant DNA, the bee's wings might as well be plant wings. The bee's wings are 

organs of flight that carry the plant's genes about, just as a macaw's wings are organs of flight that carry 

macaw's genes about. And we can say the same about the colours. Flowers use bright colours in very much 

the same way as macaws use their bright colours. Those kinds of colour are advertisements, both are used to 

attract winged gene vehicles. In one case those winged gene vehicles are female macaws, in the other case 

they are bees. But in both cases the result of the attraction is that genes are carried about. 



The macaws mate, so the genes that made that the male have attractive feathers are carried off in the 

female's body. The bee gets dusted with pollen from a flower. So the genes that made the flower attractive to 

the bee are carried off on the body of the bee into the future, into future generations. So if you look at them 

in the right way, bee's wings can really be called plant wings. 

Now that really is a different way of looking at things, isn't it? A strange, an unfamiliar way. Yet it is a way 

that makes perfect sense when you think about it. A way of looking which matches the strange 

otherworldliness of the ultraviolet garden. 

Well in the last of these five lectures we shall be coming on to the human brain and how it managed to get so 

big. 

Thank you very much. 

(warm applause) 

 

 

Episode 5: The Genesis of Purpose 

This series of lectures is called "Growing Up In The Universe". Growing up means three things. First, it 

means the growing up of an individual, like you or me, or a redwood tree. We all grow up from a tiny, single 

cell, up to a massive edifice of hundreds of trillions of cells during our own lifetime. Secondly, growing up 

means the growing up of an entire life form on a planet, what we call its evolution. Evolution is a change 

that we see only when we go through a lot of generations and see each generation after the other. The third 

sort of growing up is what this lecture is about. It’s growing up in the sense of achieving a grown-up 

understanding of the universe. 

In order for a life form to achieve an understanding of the universe, it has to have the right apparatus. And 

on our planet, that means a brain. When the brain has grown very large indeed, it becomes capable of 

comprehending the universe. And it does this by putting a model of the universe inside itself. In fact, this 

lecture might have been called “How to Put the Universe Inside Your Skull”. But long before a brain can do 

that, it must grow up on its planet through intermediate stages. It serves an apprenticeship of setting up 



models of much more ordinary, mundane things. Brains never evolve for grand purposes like simulating the 

universe, brains begin by simulating ordinary things, like food or like the geography around your home. 

This is a digger wasp, which is in the act of stinging a grasshopper. A digger wasp is a solitary wasp, not like 

the wasps that bother us in the autumn, and it stings grasshoppers or other prey and takes them back to its 

burrow. Now this represents the digger wasp, and this is its burrow, and every time it goes off and catches a 

grasshopper it brings it back and puts it in the burrow to feed to its young. But in order to do that, it’s got to 

be able to find its way home, because it’s foraging for grasshoppers for quite a long distance. So what does it 

do? It comes out of its burrow and then it flies around its burrow on a couple of reconnaissance flights, 

learning the geography of the terrain. Then, it flies off, quite a long way, catches a grasshopper, and then 

brings it back and then goes down into the burrow, comes back out, picks up the grasshopper, and takes it 

in. Then it sets off to catch another one, and so on. Each one it catches it takes down to feed to its young. 

Now, the great ethologist, Niko Tinbergen, did a very ingenious experiment. He waited until a digger wasp 

was down in its burrow, so it couldn’t see, then he quickly put four fir cones around the burrow. And he 

waited, and out came the digger wasp, and it flew round and round on its reconnaissance flight, this time 

taking notice of the fir cones, flew away, picked up a grasshopper. While it was doing that, Tinbergen swiftly 

moved the fir cones, like that. The digger wasp came back with its grasshopper, came back and what did it 

see? It saw four fir cones. That’s what it had learned, were the landmarks around its burrow. So it went 

straight for the middle of the fir cones. Didn’t find its burrow at all. The digger wasp had built up a mental 

model, a mental map of the surroundings of its burrow. 

Now, even a digger wasp’s brain can do that. But if you want to simulate the universe, you’ve got to have a 

much bigger brain than that. And digger wasps’ brains aren’t up to that. We can easily see that by another 

experiment that Tinbergen did, actually it was first done by the great French entomologist, Fabre. What he 

did was this: and I told you that when the digger wasp comes back with its grasshopper, it briefly leaves it 

on the side of the burrow and then it goes down the burrow, and what it seems to be doing there is checking 

that the burrow is clear, that there’s no … that there’s nothing in the way. And then it comes out again, and 

picks up the grasshopper and drags it in. Well that’s what normally happens. But what Tinbergen did was 



this: he waited ‘til the digger wasp came back with the grasshopper, planted it there, digger wasp went down 

the burrow. Now while it was down there, Tinbergen picked up the grasshopper and just moved it, a little bit, 

like that. Te digger wasp came out, went to where the grasshopper was and didn’t find it. So it looked 

around, eventually it found it, and it then said to itself, so to speak, ‘right, I've got a grasshopper, I've now 

got to go down the burrow again’. Well, he didn’t say again, I've got to go down the burrow and check that 

there are no obstacles in it, so it did that. Then Tinbergen moved the grasshopper a bit more (laughter), out 

it came, back to where it had left it, wasn’t there. Looked for it, found it, ah! A grasshopper! (laughter) Down 

the burrow again … it went on and on doing this, 40 times, until Tinbergen got bored (laughter) and just … 

just stopped doing it. 

So there are limitations to the digger wasp’s brain and in fact, on our planet there’s only ever been one brain 

that even begins to be capable of simulating the universe, and that of course is the human brain. Well here 

is a human brain, in a rather unfortunate state, it’s in a … it’s in pickle. So let’s look at a human brain of a 

living person. This very brain that you’re looking at on the screen now, is at this very moment, thinking 

about a yellow rose. This very brain is now thinking about thinking about a yellow rose. It’s now thinking 

about the Royal Institution Lecture Theatre, and it’s now thinking about … oooh, what’s your name? 

[audience member] (inaudible) 

[RD] Karen? 

[audience member] Sarah. 

[RD] Sarah. It’s now got a mental picture of Sarah’s face inside it. It gets that mental picture through this 

thing, which is the eye. There’s the lens of the eye, there’s the retina. There is now a picture of Sarah’s face, 

upside down, there. And that picture is being transmitted up a great trunk cable of a million wires, through 

there to the back, and the picture of Sarah’s face is now projected on the back of the brain, there. More 

mysterious still, somewhere in here – and we don’t know where, it could be distributed all over – there is a 

conscious feeling, a conscious image. That brain, is of course, my brain. It was done by a brilliant new 

technique called Magnetic Reasonance Imaging, which is a lovely way in which doctors can now get right 



inside, look right inside somebody’s body without cutting them open, and without using harmful rays like x-

rays. And I went and had that done earlier this year, for the purpose of this lecture. 

The brain could be called the on-board computer of the body. The body moves around in a big, complicated 

three-dimensional world. But the eyes that are feeding the brain with information, are giving it two-

dimensional information. The two retinas of the eyes are each seeing a two-dimensional picture of the world. 

What’s more, it’s upside down. Somehow, the brain manages to use that information to see in three 

dimensions. 

Now, would you just do something very easy for me – and this can be done by people at home as well 

watching on the television – just hold up your right hand, please, just hold up your right hand in front of 

you, and look at me. Don’t look at your hand, look at me. And what you’ll see is two hands, two of your 

hands. And these two hands, of course, are the one that’s being seen by your left eye and the one that’s being 

seen by your right eye. That’s why there are two. But now, just focus your eyes on your hand. Don’t look at 

me any more, look at your hand. Now you’ll see two pictures of me, and only one picture of your hand. Okay, 

let’s … that’s enough. 

Um, so what’s happening here? You’ve still got two images of your hand. There’s still two images: one on the 

left retina, and one on the right retina. But somehow the brain has managed to pull those two images 

together and make them form a single, composite, three-dimensional image, somewhere in the head. The 

brain has built a single model of the hand, or whatever it is, in your head. Whenever we think we see ‘out 

there’, whenever we see what we call reality out there, what we’re actually seeing is a representation in the 

head, a model in the head. A simulation in the head. It’s a very useful simulation because it’s constantly 

being updated by information coming in from the sense organs. It’s not just sitting there. The sense organs 

are pouring information in but that information is not being seen raw, it’s being used to update the model 

that’s sitting there in the head. The reality that we see, in other words, is constructed, in our skulls, as 

virtual reality, to use the computer jargon. 

So now let’s look at virtual reality in a computer. Here we have a very powerful, fast computer and inside 

that computer, you’re going to see in a moment, is a model of a world. A microcosm. A small world. It’s a 



house, with a corridor and some rooms leading off it. And I'm going to ask somebody to come down and 

experience what it’s like to walk through that world. Karen is going to come down and help us. Stand there, 

on that spot there, and first of all I ought to just explain that the headset here has two little television 

screens, and the images of those two screens are cunningly offset in the computer, so that what she will see 

is just what she would see if she were seeing in 3-D, in stereo. Now if you could put that on … 

[Karen] Yes (inaudible) 

[RD] Other way round, right. Thank you, great. Now is that comfortable? 

[Karen] Mm hmm. 

[RD] Now we’re beginning to see, on the screen, what she can see. Now could you please, to begin with 

Karen, just turn your head gently from side to side. And notice that when she does that, the world appears 

to move. Now, if you were in this helmet, as she is, this would seem very natural to you, because as you turn 

your head, the world appears to move in just the right way. Move your head up and down as well, and see … 

let’s see what happens. If she moves her head up, and moves her head down. Remember that she’s seeing it 

in stereo, we’re only seeing what one of her two eyes is seeing, so we’re seeing it in mono. Right, so you have 

the idea that Karen, although she’s standing in front of you there, she thinks that she’s standing in a 

corridor with a row of doors on one side, and she thinks that she’s going to be able … indeed she is going to 

be able … to walk down that corridor. And she does it … she’s not going to actually move her feet very much, 

she’s going to press buttons on the little thing you see her holding in her hand. This is a little controlling box, 

and if she presses one button she can go forward – can you go forward a bit? And if she presses another 

button she can go backwards. Right. Now, have a little walk around, Karen, and, er, see what you find if you 

go into one of those doors. Here she is, walking along the corridor and she’s going to turn … I don’t know 

which door she’s going into, that’s her choice … 

[Karen] (inaudible) 

[RD] She can go into any door she likes and she’ll find something behind the door. She’s going through the 

door … now, what’s she got here? This looks like fish. She’s … she’s swimming around, in a roomful of fish 

(laughter), but I think I see a butterfly as well. Remember, this is not a real world, this is a virtual world. 



Anything you like can be put into this world. It’s an imaginary world, in the computer. Those fish are each 

programmed, individually, to behave as autonomous entities. As though there were real fish. Right, would 

you like to tell us what you’re doing now, Karen? 

[Karen] Well, if I go out here, into space … 

[RD] Alright, she’s backed out through a wall I think! 

[Karen] and then … 

[RD] It’s a game. 

[Karen] and then turn round 180 degrees, I can look onto it all. 

[RD] Right. Right, go back into the room then, into the room … 

[Karen] To get out … 

[RD] Right. Now that arrow that you see hanging in front of her, in the virtual space, is her hand. That 

represents her hand. Now if she waves her hand around you can see the arrow moving, and soon she’s going 

to approach the door and touch it with the hand, with the arrow … it opens the door. And through we go 

into the corridor. Now where’re you going to go Karen? 

[Karen] Um … 

[RD] Turning round, okay, turning right round … 

[Karen] Oh yah … 

[RD] Right. And everywhere she looks she sees something. She can go wherever she likes … back along the 

corridor … 

[Karen] Maybe into another room? 

[RD] Yes. Go and see what’s in that door there. Right, now what have we here? This seems to be a chess set. 

Can you walk around among the chess men? There’s a pawn. Can you pick that up? 

[Karen] Mm hmm. Let’s try again. 



[RD] Touch it with the hand. There it goes, she’s lifting up the … the pawn, with her hand. Do you see her 

hand moving? And then also the chess man is moving. She’s let go of it … no she hasn’t … 

[Karen] Yeah? No. If I can let go … that … 

[RD] It drops. Okay. Now what’s that curious sort’ve plank there? Go and see what’s over there. She’s … oh, 

she’s gonna fall over an edge! There’s another chess board down there. She’s falling! Alright, she’s on the 

lower chess board, there’s another pawn … go wherever you like, Karen – do you want to fly about a bit? Do 

you want to carry the pawn about? She’s dropped it! Where’s it going? (laughter) 

[Karen] (laughs) 

[RD] It’s disappearing, it’s gone, right. Now where are you? Help! We’re now underneath the chess board! 

(laughter). We’re right underneath the lower … now we’re up … we’re going up the cliff, there’s a castle … up 

the … whoops! (laughter) Okay, well thank you very much indeed, Karen. 

(warm, lengthy applause) 

[RD] Well, what was really going on there? Was there really a chess man there? Was there really a chess 

board? In a sort of sense there was. There was a mathematical representation that is read out on the 

television screens, as though it was a chess board, as though it was chess men. And it behaved in a realistic 

way; you could pick things up, throw them around, you could go through doors, you could move around that 

world and, if you threw chess men down to the lower board, then they would stay there until you went down 

and picked them up again. So there was something that corresponded to reality there, and what I’m trying 

to suggest to you is that just that same something is going on inside your own skulls at this very moment. 

There is a virtual reality simulation of the world going on inside your heads, and that’s what you’re seeing. 

But how do I know that? How do I know that that’s what our brain is doing? Well one way we can get a clue 

is by looking at illusions. Now here’s a mask of Charlie Chaplin. It’s perfectly ordinary, there’s nothing 

trickery about it, it’s just an ordinary mask. And when you look at the front side, it looks solid and normal, 

as you’d expect. The odd thing that you’ll see is when you start looking at the back side, at the hollow side, 

because although it is in fact hollow, if you look at it, I think you’ll agree that it looks solid. And what’s more, 



it not only looks solid but it seems to be going around in the wrong direction, so that when the real front 

side comes round, it seems to sort of eat it up. There’s the real front side – now that really is solid – and 

when the other side comes round, that is going to look solid as well. Even though it isn’t. Well what’s going 

on here? When the brain sees anything that looks like two eyes, a nose and a mouth, it immediately sets up 

inside the head a model of a face. It’s desperately eager to see a face. It will see a face if there’s the slightest 

excuse to do so, and the back side of this mask is the slightest excuse. There is two eyes, a nose and a mouth, 

and that makes the brain get out, dust off, its model of a three-dimensional face. 

Now if you think about what .. what happened to the images on the two retinas, if the image really was solid, 

if the thing really was solid, the actual movements on the retinas is compatible with the idea of a solid face 

moving in the opposite direction. And so the brain eagerly seizes upon that, and it makes the solid face 

rotate in the wrong direction. 

Now, for the next demonstration we need a volunteer to be taken off and, um … right, yes, thank you. Um … 

Bryson is going to take you … you off and you’ll come back in a moment (soft laughter). 

Now here we have an impossible triangle. We look first at this corner and it’s telling us that there is a 

wooden triangle, which is facing in that direction. Now if we go up here we see this corner and we’re told by 

our eyes that there’s a triangle facing in that direction, and now we’re told there’s a triangle facing in a third 

direction. Those three angles don’t match up together. They can't mix together. And yet the brain sees it, 

constructs in the brain a model of an impossible figure, an impossible triangle. And I imagine all of you can 

see that. 

Now we’re going to shatter the illusion, rudely. What’s happened? (laughter). Out again? The triangle’s 

reformed. In again? (laughter) Out again … thank you very much. Would you like to bring in the … the 

object now and we can see what it really is? (laughter). 

Thank you, I’m sorry I didn’t get your name. 

[Volunteer] Sarah. 



Sarah, right. Um … now … you can stay there for … for a moment, Sarah. You see, there’s … it’s nothing 

special about it at all. It’s just three bits of wood, glued in opposite directions, like that. I’m going to move it 

round and try to recreate the illusion. I haven’t done it terribly well but there it is, and now I think if I put 

my face in, you can again see, um, see it happening, like that. Okay, thank you very much, Sarah. 

(warm applause) 

Now here’s one of the great classic illusions, which is the best one I … I have to make the point I'm trying to 

make. This is called the Necker cube. And it’s just a picture of a cube, drawn on paper. If you look at it, I 

think you’ll see it doing a rather strange thing; it’ll be alternating the side that seems to be nearer to you, 

will change. Sometimes it’ll be one side, sometimes it’ll be another. What’s going on here? Well, the two-

dimensional pattern of ink on the paper is equally compatible with two alternative three-dimensional cubes. 

So the brain doesn’t know which of its three-dimensional cubes to use – it’s got two potential models of 

three-dimensional cubes in there, waiting to be used, and it doesn’t know which one to use because both of 

them are equally compatible with the two-dimensional pattern of ink on the paper. So what does it do? Well 

it could plump for one or other of them but it doesn’t do that, what it does is alternate. And so you 

sometimes see one, and you sometimes see the other. Now this is a … a more elaborate version of the same 

thing, because this is a real cube – as you can see, made of metal – and it’s rotating but once again, if you get 

the lighting right, it is sufficiently … perhaps it’s best if you look at it on the screen here – the two-

dimensional pattern that’s moving round your retina is equally compatible with two different three-

dimensional cubes. And so, if you look at it and perhaps blink, look away and come back again, you may see 

it change direction. And what’s happening, as I say, is that the brain doesn’t know which of two models to 

use, and so it chooses them alternately. 

But we don’t have to go to the lengths of setting up illusions with apparatus to satisfy ourselves that the 

brain does set up a virtual reality model. Here’s something we can all do without any apparatus at all. Again 

including people at home. So this is something to do to yourself, you won't see anything on the television 

screen if you’re at home, you’ll just do it to … to yourself. Just very gently, with your finger, move your own 

eyeball. Just poke it up where I'm doing it – do you see where I'm doing it? And I think what you’ll see is 



that the world moves as you do it, doesn’t it? It’s like a little minor earthquake when you do that. Well of 

course, that’s exactly what you’d expect, isn’t it? Because the image on your retina is being moved, the 

eyeball is being moved, and so the apparent position of the object you’re looking at is moving, so you see it 

as movement. What’s so strange about that? Nothing’s strange about that, that’s just what you’d expect. 

But now let’s think a bit further, because doesn’t something very similar happen whenever you roll your 

eyes about? If I roll my eyes like … do it now, just roll your eyes, move your head about, roll your eyes. The 

image on your retina is going crazy. Much worse, in fact, than when you simply poke your eyeball with your 

finger. The image on the retina is moving but what are you actually seeing? You’re not seeing the world 

moving like an earthquake. When you roll your eyes about, the world appears to be as steady as a rock. So 

on the one hand, when you poke your eye, the world appears to move as though there’s an earthquake, on 

the other hand, when you voluntarily wiggle your eyes about like that, although the same thing’s happening 

on the retina, what you see if a perfectly steady world. Why is that? What’s the difference between those two 

cases? Well, it’s this. There might really be an earthquake going on and it’s important for the brain to know. 

On the other hand, it’s also important that the brain should not constantly think there’s an earthquake 

whenever you move your eyes about. So what the brain does is whenever it sends an order to the eye 

muscles to move the eye, to roll the eye, which it often does, it sends a copy of that order to the virtual 

reality software that’s engaged, that’s busy setting up the model of the world. And the virtual reality 

software is told ‘okay, the eye’s about to move – expect the world to move’. And so, the virtual reality 

software does not see an earthquake, because it’s been told to expect it. The model in the head is precisely 

compensating for the anticipated movement. But when you poke your eye, no copy of any order is ever 

received. And so the world really does appear to move as if there was an earthquake. And indeed there 

might be an earthquake and it would be important for the brain to … to know that and not just to 

immediately discount it. 

Now a very clever experiment on this was once done by a German scientist, who put his own eye muscles 

out of action with an anaesthetic. Now, I was going to call for a volunteer for this (laughter) experiment … 



ah, we have a volunteer but I think, unfortunately, there isn’t any time so we’ll have to … (laughter) ah, I’ll 

just have to tell you what happened. 

Um, what this German did was he anaesthetised his own eye muscles. Now I think what would happen? 

Whenever he told his eyes to move, they didn’t. Nothing happened. They stayed absolutely stock-still. And, 

the image on the retina stayed absolutely stock-still as well. But the copy of the order had gone out to the 

virtual reality software in the brain, and the virtual reality program was told to expect a movement. So when 

no movement came, it interpreted it as if was an earthquake. So whenever this German told his eyes to 

move, whenever he … he gave out the order for his eye muscles to pull the eyes around, the eyeballs stayed 

absolutely still, the image on the retinas stayed absolutely still but the model in the brain moved, and he saw 

an earthquake. 

So that’s my evidence that the brain is setting up a model of the world. We’re seeing virtual reality. 

I now want to switch temporarily from that topic, and talk about the evolution, the growing up, of the 

human brain itself. 

By evolutionary standards, the brain seems to have grown up very, very fast indeed. One authority has said 

that the evolution of the human brain, after the last … over the last million years or so, is perhaps the fastest 

advance recorded for any complex organ in the entire history of life. And compared with the skulls of other 

apes like chimpanzees, our brain is indeed … our skull is indeed very big. It seems to have blown up like a 

balloon. And here’s a … an animation of that. This is the head of Australopithecus, which is one of our 

ancestors, and now you can see the evolution gradually happening before your eyes, it’s becoming a Homo 

Erectus, it’s an early Homo Sapiens, it’s changing now to becoming a modern Homo Sapiens like us. Look 

how the skull is ballooning out, the head is ballooning out, as evolution goes by. We’ve compressed about 

three million years of evolution into that animation. 

Now here’s the same thing from the side view of the skulls. Here’s Australopithecus again, look, quite a low 

head … now it’s growing bigger, the jaw’s coming in, evolution’s going by, millions of years going by, and the 

skull is blowing up like a balloon, blowing up, blowing up … there it is – there’s a modern skull, there’s a 

modern human skull. Chock-full of brains. 



Well, one way of perhaps understanding what’s happening there, is to look at computers again because 

something rather similar, something … very fast evolution seems to have happened with the computer. And 

here's a dramatic quotation to illustrate that, from a psychologist called Christopher Evans. Here's what he 

said: “Today’s car differs from those of the immediate postwar years on a number of counts. It is cheaper, 

allowing for the ravages of inflation, and it’s more economical and efficient. All this can be put down to 

advances in automobile engineering, more efficient methods of production, and a wider market. But, 

suppose for a moment that the automobile industry had developed at the same rate as computers, and over 

the same period, how much cheaper and more efficient would the current models be? If you have not 

already heard the analogy, the answer is shattering. Today, you would be able to buy a Rolls Royce for £1.35, 

it would do 3 million miles to the gallon, and it would deliver enough power to drive the Queen Elizabeth II. 

And if you were interested in miniaturisation, you could place half a dozen of them on a pinhead.” 

So if the human brain has blown up like a balloon, it looks as though the computer has advanced even more 

spectacularly. Although of course it’s rather unfair to compare the timescales directly, because the 

evolutionary timescale is limited by the fact that in order for evolution to happen, people have got to die. 

Generation after generation. And other people have got to reproduce. It … it necessarily takes a lot longer 

than technology, which happens … which can advance all the time. 

Nobody knows for certain what it was that caused the ballooning of the human brain. There’re lots of 

theories but as I said, perhaps we can get a clue from computers. If we look at what it is that’s made them 

develop so fast, improve so fast, it might help us to guess why our brains have, too. Well there are lots of 

differences between computers and brains, lots of things won’t help us, it’s no good looking at, for example, 

the improvement from valves to transistors to integrated circuits, because brains don’t work like that 

anyway. 

But there is one source of computer advancement, one thing that’s been going on in the development of the 

computer, which just might give us a clue about what happened with the brain. I’m going to give it a long 

name, and you’ll see what it means later. I’m going to call it self-feeding co-evolution. 



Co-evolution just means evolving together. Self-feeding is the name I’m going to give to any process in 

which the more you have, the more you get. Think about the arms race, for instance. As the missiles on one 

side in the arms race get bigger and better and faster, so the interceptor devices on the other side, the radars 

and counter race get bigger and better and faster, so the interceptor devices on the other side, the radars 

and counter missiles, have to get better and faster and more accurate as well. And when they’ve got better, 

then the missiles on the first side have to get better still. And so the radars and interceptors have to get 

better still. And the process escalates, indefinitely, like that. 

I call it “self-feeding” because there is a sense in which improvements in the original radars directly 

necessitate later improvements in the same radar, even though it’s going via the loop of making the radars 

on the other side get … get better, so the more you have, the more you need, the more you get. 

Arms races happen in evolution, as well. Here’s a peregrine falcon which is flying along, a beautiful piece of 

flying machinery, and soon it’s going to see some prey which it's going to dive to attack. 

Here it is: the wings go in, it screams down at nearly 100 miles an hour on its prey, which in this case 

happens to be a duck, also flying very, very fast. The duck’s flying fast — there it comes. 

(laughter) 

Both the duck and the hawk are end products of a long evolutionary arms race. Both of them are extremely 

good at flying, and the reason is that the other one is. In their ancestry, improvements on one side 

necessitated improvements on the other. As hawks got better ducks had to get better, and as ducks got 

better hawks had to get better. So indirectly it's … it was the improvements in the hawks that made their 

descendants have to get even better later. And improvements in the ducks made their descendants have to 

get even better later. That’s why I call it “self-feeding”. 

Now what this is all leading up to is that something like that self-feeding co-evolution may have gone on in 

the development of computers and, more importantly, brains. 

In computers, both hardware and software co-evolve. “Hardware” means the physical bits, like this … things 

you can touch and feel. “Software” means programs, and improvements in both are important. 



Here’s a very simple piece of hardware: the mouse. It’s just a ball and socket, ball there inn a socket, and as 

you move it around you see a little pointer moving around on the screen, and this gives you a very, very 

powerful illusion. You almost feel as though your hand is in there, moving things around the screen. It’s a 

natural thing to do. 

In the bad old days of computing if you wanted to do something like throw away a file, then you had to go to 

the keyboard and you had to type some ridiculous rigmarole, like “delete mydir baslib coswud txt” — all 

sorts of stuff like that. If you made a mistake you had to correct it, and you usually did make a mistake, you 

nearly always forgot what the command was anyway. 

Nowadays, all you have to do, if you have, … if you want a throwaway comment, is just pick it up move it to 

the wastepaper basket and let go. Now we have to empty the wastepaper basket, which you see has bulged, 

and agree to let it go, and it goes. 

That’s just a trivial example. What’s much more important is that the modern computer world is entirely 

dominated by using a mouse or using some kind of pointing device to quickly move things around, do things 

very, very naturally, as though you were moving bits of paper around on your desktop. Pick things up, move 

them around, make them appear, make … make menus appear, and so on, like that. 

It’s all now very easy, where once upon a time you would have had to remember difficult rigmaroles to type. 

Now, the reason for bringing this up is that it was all triggered by an original, very simple, hardware device. 

That in itself is trivial, there’s nothing much to it, it’s very easy, but what it spawned was a whole new 

generation of software and software building upon other software, building upon other software, and so you 

build up a complete edifice of mutually working co-evolving software. 

Another example of computers getting into a self-feeding spiral is the way computers themselves are 

designed. Modern computers are far too complicated to be designed in detail by humans. 

This chart here is one-eighth of the circuit diagram of this chip, here. So that is one computer chip, and the 

circuit diagram for that computer chip is eight times as big as what you see here. Now let’s just walk around 

this a little bit. Each of these red marks here is one wire. Following them up round here … let’s follow these 

main trunks round here … let your eye roam over this remarkable document, and realise that no human 



could really sit down and design that. A human has the basic ideas, a human programs the computer to do it, 

but modern computers are very largely designed by the previous generation of computers. 

Modern computers are piggy-backing on the back of an earlier generation of computers. Once again we have 

an example of a self-feeding spiral. Early advances lead into later advances, and they go into a spiral. 

Well, we’ve seen self-feeding co-evolution in the computer and the purpose of that, of course, was to develop 

an analogy with the human brain. Can we see there’s something like the same thing going on in the human 

brain? 

Well, unfortunately, unlike computers we can’t look directly at the intermediates. All that we have by way of 

evidence is skulls, and to a limited extent, skills. We have the outer casings and we have, in the … by way of 

software, we have the products, which is things like flint arrowheads produced by our ancestors, and we 

have pictures like these two bison here, a cave painting. This is a relic of the product of an early human 

brain, and we have, much later, of course, we have writings like this cuneiform tablet or like this book. 

But what happened to make the human brain take off? What was the equivalent of the mouse, the thing that 

made our species leap forward in the way that it did? Well, it has to be largely guesswork. About 3 million 

years ago, when our ancestor Australopithecus roamed about Africa, his brain was no bigger than that of a 

chimpanzee. This again is Australopithecus. And if this ancestor of ours had met a chimpanzee, they would 

have been on roughly equal terms as far as brains are concerned. 

Either of those species … any ape species at that time, could have been the one that took off. But the whole 

point of talking about self-feeding spirals is that to begin with there won’t be anything very dramatic. One of 

those species made some kind of minor breakthrough in software … some software advancement, I’m 

suggesting. 

The result of that wasn’t seen 'til much later. You wouldn’t have seen anything for a while, it would've gone 

into a spiral, and eventually reached the heights that we have now reached. 

But I still haven’t said what the software innovation was that sparked it all off. We don’t know and we can 

only guess. One possibility is an improvement in our ability to simulate models of the world. We’ve seen 



that our brains make a model of what's actually going on in the real world, but we also know that they can 

make models of what might be going on in the world. 

Our ancestor Homo Erectus was … lived, oh, a million years ago, and let’s imagine that a particular female 

Homo Erectus was trying to solve the problem how to get her family across a gorge like that. Nobody had 

ever built a bridge before. Bridge technology wasn’t around, but she suddenly saw in her mind’s eye a tree 

fallen across the gorge, and she realised that it could function as a bridge. She also thought, “How can I get 

that to happen?” and she's imagined … she saw in her imagination, a fire at the base of the tree. She had the 

idea of burning the tree down to make it fall and make a bridge. 

Now this of course is entirely speculation. We don’t know if that ever happened, we don’t even know if it 

would have worked. The point I’m making is that she had a model in her head of a tree fallen across a gorge 

with fire and that something hadn’t yet happened; she was anticipating something that might happen in the 

future, and if you can do that you’ve got a trick that’s really worth having, because you can solve problems 

that other animals can’t solve. 

So that’s one possibility. Imaginative simulation may have been the software trick that took our species off. 

Another possibility is language. It’s often been suggested, it’s an obvious suggestion, because language 

seems tailor-made to get a piggy-back spiral going. If you’ve got language, then each generation can learn 

from its predecessors, learn from the previous generation, learn from their mistakes, build on their 

experience. So maybe it was language. 

Unfortunately, there’s a snag. There’s some evidence that language, in the form of speech at least, proper 

speaking, didn’t arise until after the ballooning of the brain. But perhaps we can get out of that by 

suggesting that language had an early apprenticeship in the form of a kind of sign language, or drawing in 

the sand, or perhaps language arose before actual speech arose, as a sort of way of talking to yourself to get 

your thoughts into a logical order, to plan your actions in a logical order, and only later perhaps, did it 

become externalised in the form of speech using the tongue, lips, and voice so that brains became, as it were, 

networked together. 



We can also think of technology … tools, say, like these tools here, as external devices used by brains for 

extending the power of the hands, or other devices like telescopes and microscopes as devices for extending 

the power of the eye. Maybe it was technology that proved … that provided the breakthrough for humans to 

take off. 

So we’ve identified imagination, language, and technology as three possible candidates for our trigger 

innovation, and perhaps all three played a role; perhaps they reinforced each other in a three-way spiralling 

explosion. 

But each of those three mental tools, imagination, language, and technology, is double edged. If we use 

them aright, we can perhaps end up making a model of the universe, but the double edge is always there. 

Take imagination and the brilliant simulating software that we saw earlier. It can be immensely useful but it 

can also have unfortunate consequences. A brain that's good at simulating models in imagination, things 

that aren’t there, is unfortunately also almost inevitably in danger of self-delusion. 

How many of us have lain in bed, terrified because we thought we saw a ghost or a monstrous face staring in 

the bedroom window, only to discover eventually that it was just a trick of the light, the moonlight playing 

on the curtains? We’ve seen from Charlie Chaplin how easy it is, how eager the brain is, to make a face even 

when there’s only a hollow back to a mask. 

That same software can do the same trick if it sees some folds in the curtain that just happen to suggest eyes, 

a nose and a mouth perhaps, so we see a face when there isn’t one there. 

Every night of our lives we dream. That same simulating software sets up worlds that don’t exist - people, 

animals, countries that never existed, perhaps never could exist. At the time, we experience those 

simulations as though they were reality. And why shouldn’t we, given that we habitually experience reality 

in just the same way by looking at simulation models in our heads? 

The simulation software can delude us when we’re awake, too. So I think the lesson from this is that if ever 

we hear a story that somebody has seen a vision, been visited by an archangel, heard voices in his head, we 

should be immediately suspicious. 



Secondly, language. What’s the downside of that? Why is that a double-edged sword? Well, good 

information can spread around the world, round the network of brains, very easily, but so can everything 

else. It doesn’t have to be good. Even something as trivial as this: 

Ten years ago you never saw anyone going around with a baseball cap on backwards. In fact, in this country 

you never saw anyone with a baseball cap on at all. But now, if you go down a street, either in this country or 

America you almost can’t help seeing a young man with a baseball cap on backwards. The reversed baseball 

cap has spread like chickenpox, first in America and then here. It’s a mind epidemic, a kind of virus of the 

mind. And like a chickenpox epidemic, epidemics of mind viruses also, I’m glad to say, die out remarkably 

quickly. And my guess is that before very long the reversed baseball cap will go the way of this. 

(warm applause) 

Well, baseball caps and turtles are, of course, harmless, but there are other more powerful idea systems that 

are more sinister and that do actively hold back progress towards our understanding of the universe. 

In 1633 the Holy Inquisition condemned Galileo Galilei, the great Italian physicist, to life imprisonment. 

His crime was to publish a book arguing, correctly, that the world moved round the sun. He was condemned, 

on vehement suspicion of heresy, because his science contradicted the beliefs of the dominant culture of his 

time. 

And don’t let’s be complacent about our time. It’s in our time that an entire religious sect has been actively 

incited by its leaders to murder a distinguished novelist because he wrote a book that was seen as 

threatening the verbally handed-down beliefs of that sect. 

And it is in our century, too, that perhaps the most pernicious language virus ever known was spread … 

[extract from Hitler speech] 

There’s no need for me to add words there. 

Let me return to the general problem of language and its power for ill as well as good. Human children have 

an awful lot to learn as they grow up. Language is a magnificent tool for learning; it enables us to cram in a 

few years the best of the wisdom of centuries. No doubt that’s why children are so receptive when they’re 



young. Children of a certain age believe whatever they’re told. Father Christmas and tooth fairies are 

harmless enough, but a mind that’s capable of believing in fairies is also a mind that’s vulnerable to all 

manner of other stuff. 

Anybody who heard my first lecture may remember this picture of the distribution of … it’s a spoof slide 

really … showing a map of the world in which people believed in different ideas, like different theories of the 

dinosaurs, different areas. And the point was to say how absurd it would be if science really worked like that, 

if what you believed about the world or the universe depended upon where you happened to be brought up. 

And I won’t repeat the details of that. 

But do take the lesson seriously. Look at your own beliefs about the world, about life, beliefs about the 

universe. Do you believe them because you have some reason to believe them, or do you believe them simply 

because of where you were born? Would your beliefs about the universe fit comfortably on a map of the 

world like that? If so, be intensely suspicious of them. If only because the facts about the universe can 

hardly be different in different countries of the world. 

Now to our third double-edged sword: technology. Gadgets like these telescopes, microscopes, and so on are 

immensely powerful. It’s through them that we shall comprehend the universe if we ever do. So what’s their 

downside? What’s wrong with them? 

Obviously, the first thing we think of when we think of bad effects of technology is hydrogen bombs and all 

the other ghastly inventions of destruction. And that goes without saying. That’s the most important effect. 

But I’m talking about something less obvious: an effect on the mind, quite an interesting effect, which I 

believe has held up our species’ mental growing up. 

And it’s this: we’re so used to seeing complicated, elegant working things that humans have designed that 

we naturally tend to think that all complicated, elegant, working things must have been designed. 

In an earlier lecture I made a distinction between “designed” and “designoid” objects. And “designed” 

objects are things like telescopes and microscopes that really have been designed by somebody. “Designoid” 

objects are things like eyes, which look as though they’ve been designed, and work in often very much the 



same way, but haven’t. They’ve arisen by an entirely different process, namely evolution by natural 

selection: Darwin’s theory of how things came about. 

Now, unlike, say, Einstein’s General Theory of Relativity, evolution by natural selection is really a very 

simple idea. Anybody can grasp it. But in past centuries, nobody grasped it. Not the cleverest people in the 

world. Not Aristotle, not any of the great philosophers, no great mathematician. Nobody got this simple idea 

until the middle of the 19th century when a couple of naturalists, Darwin and Wallace, got it. Why did it take 

so long? 

There could be a number of reasons, but the one I’m talking about now is this: I suspect that it may have 

been partly the distracting effects of technology. Precisely because we were so used to seeing things that we 

had made, that engineers had made, things like telescopes, microscopes, ordinary little carpenters’ tools and 

things, we got the idea, children grew up with the idea, that everything had to have a purpose. But now we 

can see human purpose for what it is. It is a product of brains, and brains are a product of evolution. 

Purpose has evolved like anything else. For millions of years, three thousand million years, life forms grew 

up on this planet that were very “designoid”, that looked designed, but did not have the concept of design 

themselves. Finally, one species, ours, grew up that was capable of designing things deliberately, was 

capable of having purposes. 

Purpose itself has arisen in the universe, has grown up in the universe, recently. But purpose itself, now that 

it has arisen in human brains, has the potential to be yet another of those software innovations that is 

capable of taking off into a progressive self-feeding spiral. Especially when teams of humans share the same 

purpose. 

This is a picture of the lunar lander of NASA, about to land on the moon, a magnificent example of what 

groups of human minds can do when they get together with a common purpose. Once the team purpose of 

standing on the moon had been announced by an American president, it was achieved in less than a decade. 

A similar group purpose of completely mapping the human genome has recently been agreed, and it, too, 

will be achieved. Science itself, the understanding of the universe in which we’ve woken up, is another group 

purpose with almost limitless potential. 



We can get outside the universe, I mean in the sense of putting a model of the universe inside our skulls. 

We’ve seen that whenever we perceive anything, we’re putting a model of it inside our skulls. 

Our model of the universe will be inside our skulls in a similar way to a virtual-reality model in a computer. 

Now, we have a final virtual-reality model, and I think we have somebody already trained up to do this. It’s 

Alastair, isn’t it? Come along, Alastair. 

To begin with, he can fly us around under his own control, so we can go wherever he wants to go. And it’s 

quite a difficult operation. We’re now flying around this virtual model, which is in a computer. And there’s a 

picture outside a door, and some of you may recognise what that picture is. 

Now we’re moving away from it again. Remember we’re in a model, in a computer. Now we’re going to go, I 

think, through that door. In we go, burst through the door, where are we? Lo and behold, we’re in the Royal 

Institution lecture theatre. That is a model of the Institution lecture theatre in the computer. There’s this 

lecturer’s dais, there’s the exit there, there are the blue seats, there’s the bit of wall under the gallery … 

OK, I think that’s enough. We’ve got the idea. Thanks very much, Alastair. We’ve got the idea. 

(applause) 

But once again we had a model of a world, in this case a little microcosm, a small world, inside the computer. 

But our model of the universe would not be a little, local model like this one. It will be a far grander 

undertaking. 

Building it is a shared enterprise. The model is distributed over a network of brains that are participating. 

Bits of the model are in books and libraries, pictures, computer data bases. As time goes by, and our 

civilisation grows up more, the model of the universe that we share with one another will get better; it will 

become progressively more refined and more accurate in its mirroring of reality. And at the same time, as 

we grow up, our shared model will become progressively less superstitious, less small-minded, less 

parochial. It will lose its remaining ghosts, hobgoblins, and spirits. It will be a realistic model correctly 

regulated and updated by incoming information from the real world. A powerful model, with parts that 

move relative to one another, a model capable of running on into the future and making accurate 



predictions of what’s going to happen to us and our world. We, perhaps alone in the universe, are capable of 

finally growing up. 

Thank you very much. 

(applause) 

 


